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Overview

I My experience on applying machine learning to theorem
proving.

I Challenges and opportunities in this domain.
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Overview

I What are proof assistants? And what are the challenges?

I Investigating neural seq2seq models’ capability of conjecturing
the intermediate steps of proofs.

I Improving neural models’ capability of doing mathematical
reasoning via pretraining.

I Proving with language models (in progress).

I Summary and future work.
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What is a proof assistant

I A framework that allows inferences/derivations being checked
by computers, so that everything we derive in a proof
assistant is sound provided the handful axioms we assumed
are consistent.

I The logic (e.g. higher-order logic) is expressive enough to
encode almost all programming and math problems.

I Human guidance may be needed, but state-of-the-art
automated theorem provers have been incorporated to reduce
the labor.

I Widely applied to verify the correctness of hardware, security
protocols, safety critical software, and mathematical proofs.
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Proving theorems by interacting with a proof assistant

Proof stateProof steps
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Proving theorems by interacting with a proof assistant

Proof stateProof steps

Proof by 
contradiction
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Success stories of proof assistants

I seL4: a verified high-performance microkernel by
Isabelle/HOL.

I CompCert: an optimised C compiler certified by Coq.

I Proof of the odd order theorem in Coq.

I Proof of the Kepler conjecture in HOL Light and
Isabelle/HOL.

I Modelling and verification of aircraft trajectories in PVS
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Why not mechanise more often?

The mechanisation process is still labor intensive:

I seL4 project in Isabelle/HOL: 20 person-years for 8700 lines of
C;

I Odd Order theorem in Coq: 250 pages of mathematical
proofs, 15 experts, 6 years.
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Opportunities for AI researchers

AI Proof
assistants

Automation

Interactive environment;
hard reasoning tasks
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Why conjecture?

Cut-free proofs may need to be superexponentially larger than
proofs that contain cut.
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Can neural networks conjecture?

IsarStep: a Benchmark for High-level Mathematical Reasoning

I published at ICLR 2021.

I joint work with Lei Yu1, Yuhuai Wu2, and Larry Paulson3.

1DeepMind
2University of Toronto
3University of Cambridge
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Proof of the irrationality of
√
2.

Assume
√

2 is rational. Then there exists a pair of coprime integers
a and b such that

√
2 = a/b, and it follows that 2 = a2/b2 and

then 2b2 = a2. Hence a is even. Thus there exists an integer c
such that a = 2c , which combined with 2b2 = a2 yields 2c2 = b2:
hence b is also even. So a and b are both even although they are
coprime, contradiction.
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Proof of the irrationality of
√
2.

Assume
√

2 is rational. Then there exists a pair of coprime integers
a and b such that

√
2 = a/b, and it follows that 2 = a2/b2 and

then 2b2 = a2. Hence a is even. Thus there exists an integer c
such that a = 2c , which combined with 2b2 = a2 yields 2c2 = b2:
hence b is also even. So a and b are both even although they are
coprime, contradiction.

An informal (high-level) proof is, mostly, a sequence of
intermediate propositions connected with logical relations (e.g.
then, thus, yield).
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Proving the irrationality of
√
2 in Isabelle/HOL
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Bridging the gap

Part of the derivation in the previous example is as follows:

2b2 = a2︸ ︷︷ ︸
(1)

⇒ a is even︸ ︷︷ ︸
(2)

⇒ ∃c ∈ Z. a = 2c︸ ︷︷ ︸
(3)

.

where the proposition (2) bridges the gap between (1) and (3).

In IsarStep, we want to synthesise (2) given (1) and (3).
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A conditional text generation task

2b2 = a2︸ ︷︷ ︸
(1)

⇒ a is even︸ ︷︷ ︸
(2)

⇒ ∃c ∈ Z. a = 2c︸ ︷︷ ︸
(3)

.

where the proposition (2) bridges the gap between (1) and (3).
Source:

I a set of propositions to derive the target, (e.g. 2b2 = a2);

I a proposition derived from the target, (e.g. ∃c ∈ Z. a = 2c);

I is a set of other propositions to derive the target;

I a set of lemmas to justify the target (optional).

Target: A proposition (e.g. a is even).
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About seq2seq models

A seq2seq model aims to model the following conditional
probability:

p(y | x) =
J∏

j=1

p(yj | yj−1
1 , x)

meaning the probability of generating the output sequence y given
x.

Credit: Guru99

CONST  HOL.Trueprop  $  (  CONST  Parity.semiring_parity_class.even  $  FREE  <X0>)

CONST  HOL.Trueprop  $  (  CONST  Parity.semiring_parity_class.even  $  FREE  <X0>)
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Dataset statistics

Dataset mined from the Archieve of Formal Proofs and the
standard library of Isabelle/HOL:

I 1.2 million raw data points from 204K lemmas.

I Dataset split: 820K/5K/5K for train/valid/test.
I Lengths:

I Average input length: 310;
I Average output length: 43.

I Vocabulary size: 30K.

19 / 46



Models

Baseline models:

I LSTM with attention (RNNSearch).

I Transformer base.

Our proposed model:

I Hierarchical Transformer (HAT).
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Hierarchical Transformer (HAT)

Cat1 Pos1

Cat1 Pos2

Cat1 Pos3

Cat2 Pos1

Cat2 Pos2

Category Position Token Local Layers Global Layers
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<latexit sha1_base64="ylJeoeIHUNcuf8ImaLIyP71PmlQ=">AAACCXicbVDLTgIxFO3gC/GFunTTSExcGDKI8bEjunEJiQgJTEin3IGGTmfSdoxkwhew1Q9xZ9z6FX6HP2BnGI2IJ2lycs69uafHDTlT2rY/rNzS8srqWn69sLG5tb1T3N27V0EkKTRpwAPZdokCzgQ0NdMc2qEE4rscWu7oJvFbDyAVC8SdHofg+GQgmMco0UZqPPaKJbtsp8CLpJKREspQ7xU/u/2ARj4ITTlRqlOxQ+3ERGpGOUwK3UhBSOiIDKBjqCA+KCdOg07wkVH62AukeULjVP29ERNfqbHvmkmf6KH66yXif14n0t6lEzMRRhoEnR3yIo51gJNf4z6TQDUfG0KoZCYrpkMiCdWmm7krTBEXOIeTb2LyTNKWrhKc/3SySO5Py5Vqudo4K9Wus77y6AAdomNUQReohm5RHTURRYCm6Ak9W1PrxXq13majOSvb2UdzsN6/AMIsm20=</latexit>

>
<latexit sha1_base64="1BlYLxHWzNjIOR+vA5N/E26fQpo=">AAACCXicbVDLSgMxFM34rPVVdekmWAQXUmas+NhI0Y3LFuwD2qFk0jttaCYzJBmhlH5Bt/oh7sStX+F3+ANmpqNY64HA4Zx7uSfHizhT2rY/rKXlldW19dxGfnNre2e3sLffUGEsKdRpyEPZ8ogCzgTUNdMcWpEEEngcmt7wLvGbjyAVC8WDHkXgBqQvmM8o0Uaq3XQLRbtkp8CLxMlIEWWodgufnV5I4wCEppwo1XbsSLtjIjWjHCb5TqwgInRI+tA2VJAAlDtOg07wsVF62A+leULjVP29MSaBUqPAM5MB0QP110vE/7x2rP0rd8xEFGsQdHbIjznWIU5+jXtMAtV8ZAihkpmsmA6IJFSbbuauMEU84BxOv4nJM0lbuk5w8dPJImmclZxyqVw7L1Zus75y6BAdoRPkoEtUQfeoiuqIIkBT9ISeran1Yr1ab7PRJSvbOUBzsN6/AGLKmzM=</latexit>

y
<latexit sha1_base64="ZwOKTNvhYIYQCBUtDZaz6I0ff4g=">AAACCXicbVDLSsNAFJ3UV62vqks3g0VwISWx4mNXdOOyBfuANpTJ9KYdOnkwMxFC6Bd0qx/iTtz6FX6HP+AkjWKtBwYO59zLPXOckDOpTPPDKKysrq1vFDdLW9s7u3vl/YO2DCJBoUUDHoiuQyRw5kNLMcWhGwognsOh40zuUr/zCEKywH9QcQi2R0Y+cxklSkvNeFCumFUzA14mVk4qKEdjUP7sDwMaeeAryomUPcsMlZ0QoRjlMC31IwkhoRMygp6mPvFA2kkWdIpPtDLEbiD08xXO1N8bCfGkjD1HT3pEjeVfLxX/83qRcq/thPlhpMCn80NuxLEKcPprPGQCqOKxJoQKprNiOiaCUKW7WbjCJHGAczj7JjrPNGvpJsXlTyfLpH1etWrVWvOiUr/N+yqiI3SMTpGFrlAd3aMGaiGKAM3QE3o2ZsaL8Wq8zUcLRr5ziBZgvH8Bw9Gbbg==</latexit>

¬<latexit sha1_base64="kNVs68+KFAUUbbY63Wjk3jmDxS4=">AAACDHicbVDLSsNAFJ34rPVVdelmsAgupCRWfOyKblxWsA9oQ5lMb9qhk0mYmQgl9Be61Q9xJ279B7/DH3CSRrHWAwOHc+7lnjlexJnStv1hLS2vrK6tFzaKm1vbO7ulvf2mCmNJoUFDHsq2RxRwJqChmebQjiSQwOPQ8ka3qd96BKlYKB70OAI3IAPBfEaJTqWugEGvVLYrdga8SJyclFGOeq/02e2HNA5AaMqJUh3HjrSbEKkZ5TApdmMFEaEjMoCOoYIEoNwkyzrBx0bpYz+U5gmNM/X3RkICpcaBZyYDoofqr5eK/3mdWPtXbsJEFGsQdHbIjznWIU4/jvtMAtV8bAihkpmsmA6JJFSbeuauMEU84BxOv4nJM8lauk5x8dPJImmeVZxqpXp/Xq7d5H0V0CE6QifIQZeohu5QHTUQRUM0RU/o2ZpaL9ar9TYbXbLynQM0B+v9CwoZnKk=</latexit>

P<latexit sha1_base64="02Bci/GPVLDnCw4BJCYsIZArTJo=">AAACCXicbVDLSsNAFJ34rPVVdelmsAgupCRWfOyKbly2YB/QBplMb9qhk0mYmQgl9Au61Q9xJ279Cr/DH3CSRrHWAwOHc+7lnjlexJnStv1hLS2vrK6tFzaKm1vbO7ulvf2WCmNJoUlDHsqORxRwJqCpmebQiSSQwOPQ9ka3qd9+BKlYKO71OAI3IAPBfEaJNlKj/lAq2xU7A14kTk7KKIeZ/+z1QxoHIDTlRKmuY0faTYjUjHKYFHuxgojQERlA11BBAlBukgWd4GOj9LEfSvOExpn6eyMhgVLjwDOTAdFD9ddLxf+8bqz9KzdhIoo1CDo75Mcc6xCnv8Z9JoFqPjaEUMlMVkyHRBKqTTdzV5giHnAOp9/E5JlkLV2nuPjpZJG0zipOtVJtnJdrN3lfBXSIjtAJctAlqqE7VEdNRBGgKXpCz9bUerFerbfZ6JKV7xygOVjvX4Bkm0U=</latexit>
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Evaluation methods

I Exact match at string form.
I BLEU score: calculate the statistics of n-grams overlaps

between the system output and reference sequences, ranging
from 0 to 100. The higher the better.

I Top-1 accuracy: percentage of the best output sequences
that exactly match the references.

I Top-10 accuracy: percentage of references appearing in the
top 10 generated sequences.

I Correctness:
I A test suite to bring the generated propositions back to the

Isabelle environment and check their correctness using
automatic theorem provers (ATPs).

I A proposition is correct if it bridges the gap in the proving
environment – it can be different from the ground truth.
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Results

Model Top-1 Acc. % Correctness Top-10 Acc. BLEU

RNNSearch 13.0 - 26.2 42.3
Transformer 20.4 25.2 33.1 59.6

HAT 22.8 27.6 35.2 61.8

% Correctness: percentage of alternative valid propositions +
propositions that match the references at surface form.

23 / 46



Findings

I Neural models can learn the syntax of propositions correctly.

I The learned token embeddings are comprehensive: related
mathematical concepts are close in cosine space.

I Models can learn non-trivial mathematical reasoning and even
more complicated multi-step reasoning.
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Embeddings of related mathematical concepts are close
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Analysis: derivation by invoking lemmas

Source: ? ∧ S1 ⊆ S2 ⇒ a ∈ S2

The model gives: a ∈ S1

The derivation involves the following lemma:

x ∈ A,A ⊆ B ` x ∈ B.
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Important tokens are likely to attend to each others

The lemma x ∈ A,A ⊆ B ` x ∈ B relates ∈ and ⊆, the tokens of
which tend to each other:
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Robustness

Source: ? ∧ S1 ⊆ S2 S2 ⊆ S1 ⇒ a ∈ S2

The model gives: a ∈ S1 a ∈ S2

The previous lemma x ∈ A,A ⊆ B ` x ∈ B no longer applies – to
prove a ∈ S2, we can only discharge itself.
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An alternative step is much better than the ground truth

n(�, z) = 0
<latexit sha1_base64="jTfhwIP24KK1l7gnBMxDyveyAws="></latexit>

I

�

dx

x � z
=

n(�, z)

2⇡i
<latexit sha1_base64="yYOjEf6lUSWhqwa7pUCUqtrTCaE="></latexit>

I

�

dx

x � z
= 0

<latexit sha1_base64="//ib4fDre+uaN346PhklHqxLLQg="></latexit>

8w 62 path image(�).

I

�

dx

x � w
=

n(�, w)

2⇡i
<latexit sha1_base64="JrSe5dwfhsHYlQurLHqTr6Bf/H8="></latexit>

Ground truth
2⇡n(�, z)f(z) = 0

<latexit sha1_base64="8PtwFhqJImTWU6JETmEWtbYdZG8="></latexit>

Alternative step
z 62 path image(�)

<latexit sha1_base64="msqjKJLruxM2YmUXgSxf8qaGtr4="></latexit>

S = {w | w 62 path image(�) ^ n(�, w) = 0} ^ z 2 S
<latexit sha1_base64="9KoyGxuRM/Nptt15YtWIHbmvl78="></latexit>
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Take-home message of IsarStep

I Neural models are able to learn to conjecture intermediate
steps of formal proofs.

I However, they are far from solving theorem proving – only
generate 22.8% exact matches and 27.6% correct propositions
on our test set.
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Can pretraining help conjecturing?

LIME: Learning Inductive Bias for Primitives of Mathematical
Reasoning

I published at ICML 2021

I joint work with Yuhuai Wu1 2, Markus Rabe1, Jimmy Ba3,
Roger Grosse3, and Christian Szegedy1

1Google Brain
2Stanford University
3University of Toronto
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Charles Peirce: Deduction, Abduction, and Induction

Reasoning Primitive Inference Map

Deduction Rule, Case ! Result
Abduction Rule, Result ! Case
Induction Case, Result ! Rule

<latexit sha1_base64="zhjJ4lqL0KiUAfYSXT5lrMiy37Y="></latexit>

Deduction
Rule: All the beans in this bag are white.
Case: These beans are from this bag.
Result: These beans are white.

<latexit sha1_base64="rxX797hxN15PcBftCi6Vqt9T8so=">AAADYXicbVLLbhMxFPU0PJrhlZZlNxYREgsUJRTxWhXKArEqVdNWykSR7bnJWPHYIz9oI2u+gC18HGs+BDyTh5i0VxrpzLk+93FsWghubL//O9pp3bl77/5uO37w8NHjJ529/XOjnGYwZEoofUmJAcElDC23Ai4LDSSnAi7o/LjKX3wHbbiSZ3ZRwDgnM8mnnBEbqEnnb0JhxqW3hDpBdOlFGSe5E5aH2i6XflB6VvrEwrWlU/ 8ZUscqZVniJIlruh7Ca0hLf+oElB9wAnmR+Y9ClNhmgCkQaTCX4YcbTMkMEw34KuMWes0iVDgo/XHYJ1Q5y8CsxZVgqlW+KbElVJrIWZCeggmz3yJed2u34wRkutl30un2e/068E0wWIEuWsXJZC/6mqSKuRykZYIYMxr0Czv2RAfLwvZx4gwUhM3JDEYBSpKDGft6zBI/D0yKp0qHT1pcs/8rPMmNWeQ0nMyJzcx2riJvy42cnb4bey4LZ0GyZaOpE9gqXF07TrkGZsUiAMI0D7NilhFNmA2Po9GFG0JBCHi5BmGexlYepMuDm1ts/Wi0umqyVKl58No02eulHXHt/vsq3my8vgnOX/UGh73Db6+7R59W97CLDtAz9AIN0Ft0hL6gEzRELILoR/Qz+rXzp9VudVr7y6M70UrzFDWidfAPJMwdAw==</latexit>

Abduction
Rule: All the beans in this bag are white.
Result: These beans are white.
Case: These beans are from this bag.

<latexit sha1_base64="wAc31bCoW09H7A4gdXw3Dce932w="></latexit>

Induction
Case: These beans are from this bag.
Result: These beans are white.
Rule: All the beans in this bag are white.

<latexit sha1_base64="nCpp7TH1HV1rX1Lf1w46MORjsEQ="></latexit>
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LIME: synthetic tasks for reasoning primitives

To pretrain transformer networks on four synthetic tasks (Deduct,
Abduct, Induct, and Mix) for learning inductive biases of reasoning.

The task of Deduct:

I Source: Rule string and Case dictionary

I Target: Result string

An example of Rule, Case, and Result
Rule: A + B = B + A
Case: { A: “xy$%2”, B:“8djwh4”}
Result: xy$%2 + 8djwh4 = 8djwh4 + xy$%2
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LIME on IsarStep

Model Top-1 Acc. Top-10 Acc.

No Pretrain 20.4 33.1
HAT 22.8 35.2
LIME Deduct 24.7 37.7
LIME Abduct 26.7 41.0
LIME Induct 23.9 38.8
LIME Mix 26.9 40.4
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Ablation study

Model Top-1 Acc. Top-10 Acc.

No Pretrain 20.4 33.1
LIME Mix 26.9 40.4
Pretrain on MetaMathStep Deduct 23.1 35.7
Pretrain on WMT En-De 17.2 30.3

Comparisons to other pretraining tasks on IsarStep
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LIME on other mathematical reasoning benchmarks

Task No Pretrain LIME Best

HOList Skip-Tree/Equation Completion 46.3 51.7
HOList Skip-Tree/Missing Assumptions 41.8 47.9
MetaMathStep 67.7 69.9
LeanStep/Next Lemma Prediction 15.8 29.8

Top-8 Acc. for HOList, and Top-1 Acc. for others.
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To conclude LIME

A methodology for designing synthetic tasks for pre-training
transformer models.

Considerable performance improvement on mathematical reasoning
tasks with negligible (< 3%) extra computation cost.
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Proving with language models (in progress)

LISA: Language models of ISAbelle proofs

I published at AITP

I joint with Albert Qiaochu Jiang1, Jesse Michael Han2, Yuhuai
Wu3 4

1University of Cambridge
2OpenAI
3Google Brain
4Stanford University
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Recap: human experts propose proof steps

Proof stateProof steps
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Replace humans with language models

Proof stateProof steps

Language
Models
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Language models & Dataset statistics

A language model models a probability distribution over sequences
of words: p(y) =

∏J
j=1 p(yj | yj−1

1 ).

I Decoder-only transformer similar to GPT-3

I Pretrained on the WebMath dataset for 72B tokens

I Fined-tuned on the AFP datatset for 35B elapsed tokens

I Similar setup to GPT-f1

For the datatset,

I 2.16M proofs steps, 95%/1%/4% split
I Seq length on average (in characters):

I Source: 379.6
I Target: 34.2

1Polu and Sutskever, Generative Language Modeling for Automated
Theorem Proving.
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Initial results

Model/Method % Completed Proofs

Sledgehammer (baseline, default setup) 30
Language model with 163M parameters 33.2
Language model with 780M parameters 42.7
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LISA can shorten proofs

LISA
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Future directions: human-readable proofs

Step-by-step → high-level sketches

I a step-by-step proof strategy is unlikely to scale

I introducing conjectures: bringing IsarStep to LISA
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Comparison between a step-by-step proof and a
human-readable proof

Find the value of a2 + a4 + a6 + a8 + · · ·+ a98 if a1, a2, a3, · · · is
an arithmetic progression with common difference 1, and
a1 + a2 + a3 + · · ·+ a98 = 137.

GPT-f generated proof in Lean Human proof in Isabelle 
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Summary

In this talk, I covered

I IsarStep: conjecturing benchmarks & HAT

I LIME: introducing inductive bias to the transformer networks
for mathematical reasoning

I LISA: a proving environment based on language models

Huge opportunities for both the AI community and the theorem
proving community.
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