Abstract

Protocols for secure group management are essential in applications that
are concerned with confidential authenticated communication among coali-
tion members, authenticated group decisions, or the secure administration of
group membership and access control. New languages and models are neces-
sary to appropriately capture the concepts of such protocols and make them
amenable to formal analysis.

For this purpose, we developed MuCAPSL (Multicast Common Authenti-
cation Protocol Specification Language) and its intermediate language Mu-
CIL (MuCAPSL Intermediate Language). MuCIL is based on multiset term
rewriting rules that permit state changes to be presented concisely, and in
a way that closely matches the requirements of existing protocol analysis
tools. With the help of the Group-Diffie-Hellman protocol suite we illustrate
how secure group communication principles are modeled using multiset term
rewriting.
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Chapter 1

Multicast CAPSL

1.1 Summary

Reliable multicast protocols have been developed as a means to provide re-
liable ordered delivery of messages and membership services to a group of
processes. One challenge in building a multicast protocol for use over a
public network is security. Services such as confidential authenticated com-
munication among coalition members, authenticated group decisions, or the
secure administration of group membership and access control are at the
core of secure and reliable group management. A variety of new protocols
and frameworks have been designed to create multicast groups on a network
and support secure group communication (e.g., GDOI [BHHWO01], GSAKMP
[HCH'01]). Some existing key exchange protocols for secure communication
have been extended to the group setting (e.g., Group Diffie-Hellman GDH
[STW96] and its authenticated form A-GDH [AST00]).

There have been only a few results on the formal analysis of group man-
agement protocols (e.g., Pereira and Quisquater analyzed A-GDH [PQO1]
and Meadows discovered security flaws in early versions of GDOI [Mea01]).
The analysis of group management protocols poses new challenges for for-
mal analysis techniques. New language features and models are necessary
to appropriately capture the concepts of such protocols. Moreover, analysis
techniques and tools have to be revised and extended.



MuCAPSL (Multicast Common Authentication Protocol Specification Lan-
guage) and its intermediate language MuCIL (MuCAPSL Intermediate Lan-
guage) have been designed to meet these needs. The underlying design prin-
ciples are

1. providing a high-level, yet mathematically well-founded protocol lan-
guage that allows easy transformation of published description of secure
group communication protocols into the formal language and

2. providing a single common interface language that could be used as the
input format for many formal analysis technique or tool.

MuCAPSL and MuCIL are extensions of the CAPSL and CIL protocol analy-
sis effort for unicast protocols [DM00a, DM00b, DM99]. MuCAPSL provides
high-level specification concepts for multicast security protocols, such as mes-
sage passing using unicast and multicast addressing, group membership data,
multiplicity of group tasks, variability of group size, membership, and mes-
sage sizes, mutability of group information, and new basic cryptographic
operators.

The new features of MuCAPSL include:

1. role separation
2. mutable persistent group state attributes
3. multicast addressing

4. variable-length sequence specification

To make the language extensions useful, we are also revising and extending
the intermediate language MuCIL, and revisiting protocol verification and
analysis techniques. MuCIL is closer to state-transition representations of
protocols. It serves two purposes: to help define the semantics of MuCAPSL
in terms of multiset term rewriting, and to act as an interface through which
protocols specified in MuCAPSL can be analyzed using a variety of tools. In
this document, we describe not only the new features of MuCAPSL, but also
how they are represented in MuCIL.

Some of the changes in CIL necessary to accommodate the new features are:
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1. new member facts to store attributes

N

a changed mcast message fact format for multicasts

w

. an Array type for sequences and their operations

4. conditional rules

We will illustrate some of the new language features with the help of the
Group Diffie-Hellman (GDH) protocol, which served as the basis for the
Cliques protocol suite [STW96, STW98]. In [STWO96] Steiner, Tsudik, and
Waidner propose a class of protocols that extend 2-party Diffie-Hellman key
exchange to the n-party case. They suggest three different protocols that are
each optimized with respect to certain protocol complexity such as number
of rounds, number of messages, size of messages, etc. We will use the key
distribution protocol GDH.2 as an example, together with related protocols
for member addition and deletion. GDH.2 incorporates unicast messages
addressed to a particular agent as well as broadcast messages addressed to a
subgroup of agents.

1.2 Review of CAPSL

A CAPSL specification is made up of three kinds of modules: typespec, proto-
col, and environment specifications, usually in that order. Abstract data type
specifications (called typespecs) introduce new data types and define crypto-
graphic operators and other functions axiomatically. Standard typespecs are
included automatically and others may be supplied by the user.

There may be more than one protocol specification, if there is a top-level
protocol that invokes one or more subprotocols. Environment specifications
are optional; they are used to set up particular network scenarios for the
benefit of search tools.

1.2.1 Protocol Specification

Here is a small example of a protocol specification, illustrating several of
the language features. It looks like a strongly typed program, with variable
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declarations. Unlike an ordinary computer program, the body is a sequence
of protocol messages, and it has a list of security goals.

PROTOCOL OneMessage;
VARIABLES

A, B: PKUser;

K: Skey, FRESH, CRYPTO;
ASSUMPTIONS

HOLDS A: B;
MESSAGES

A -> B: {A,K}pk(B);
GOALS

SECRET K;
END;

This protocol has only one message, in which principal A sends a newly
generated key K to another principal B. The key K is concatenated with A
and encrypted using B’s public key.

Protocol variables are typed, and they may also have properties. For example,
the property FRESH means that the value of the variable is newly generated
in each session. The property CRYPTO means that the value of the variable
is unguessable (because it comes from a large domain and is chosen in an
unpredictable way).

The HOLDS assumption means that when an A process begins, it is initial-
ized with the identity of a principal B to communicate with.

The security goal shown is that the new key K generated by A is kept secret.
Authentication can be expressed with a PRECEDES goal.

Actions. Messages may be preceded and followed by equational actions.
An equational action like X = {Y}K may be either an assignment to X or a
comparison test; it depends on whether or not the acting principal already
holds a value for X. The semantics of a comparison, as reflected in the CIL
rule output, is that if the test fails, the process cannot take any further state
transition.

DENOTES. In protocol specifications, it is common to see names defined for
significant expressions, which are then referred to by name in the message
list. The DENOTES section in a CAPSL protocol specification can hold
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definitions like this. A Kerberos ticket-granting ticket, for example, could be
defined as

DENOTES Tgt = {Kct,C,Tgs,T}Ks

containing abstracted fields such as the client C, etc. An equation like the
one for Tgt could have been inserted as an action in the message list. The
DENOTES declaration simply features it in an easily found global location,
to be referenced implicitly where needed. The symbol Tgt and the others
are just protocol variables requiring their own type declarations as usual.

% Notation. Sometimes a message is viewed differently by the sender and
the receiver. The sender and receiver versions of the whole message, or of
any individual fields, are separated by the symbol %. In the message A —>
B: {A,Ks}Kas%E the encrypted term is received as a single value FE if B will
pass it on rather than decrypt it. This convention was originated by Lowe
in Casper [Low98|.

Subprotocols. In larger protocols it is sometimes convenient to recognize
functionally related groups of messages called ”exchanges” or subprotocols.
In CAPSL, a subprotocol is declared with an ordinary protocol specification,
except that it imports a parent protocol to incorporate its variable declara-
tions. The parent protocol invokes the subprotocol by name where needed,
using the form INCLUDE name.

Conditional selection of protocols is accomplished within a message list by
putting INCLUDE invocations within an IF-THEN: IF test THEN INCLUDE sub-
prot1 ELSE INCLUDE subprot2 ENDIF.

1.2.2 Type Specification

Messages are constructed using cryptographic operators and other functions,
such as concatenation and hash functions. Every message field is of type
Field, but certain operators require or produce fields of particular subtypes,
such the key types Skey and Pkey. Variables representing parties or agents
are of type Principal or some subtype. There is a subtype PKUser of Prin-
cipal such that if A is of type PKUser, it has a public key pk(A) and a
corresponding secret key sk(A).



Analysts may add new types and operators by providing their own abstract
data type specifications, called “typespecs.” There is a standard (built-in)
collection of typespecs called the “prelude,” containing the necessary and
commonly used types Field, Skey, Pkey, PKUser, Principal, etc.

1.2.3 Environment Specifications

When a protocol is being analyzed by a model checker or simulated, the
analyst may have to specify which processes are to be run. The analyst
may also have to supply other run-specific information such as the initial
knowledge of the attacker.

An environment specification defines constants of type Principal and some
processes called “agents” using them. Each agent is initialized with constants
for the principal that owns it and other initial values. An environment im-
ports a protocol specification in order to refer to the variables that must be
initialized.

For example, suppose we want a run with two agents, in which Alice takes
the “A” role and Bob takes the “B” role. We might set that up like this:

ENVIRONMENT Testl;
IMPORTS OneMessage;
CONSTANTS

Alice, Bob: PKUser;
AGENT A1;

A = Alice;

B = Bob;
AGENT B1;

B = Bob;
END;

In an environment there is also optionally a list of EXPOSED terms repre-
senting data known to the attacker.



1.3 Overview of New MuCAPSL Features

MuCAPSL permits the specification of protocols for secure multicast. The
language includes features such as a high-level organization of protocols into
suites, a separation of roles for each agent within a protocol, group attributes
to capture modifiable persistent state information of group members, and
variable-length data structures such as arrays and sequences that are being
used as fields in messages or state variables of agents.

1.3.1 Overview of Group Diffie-Hellman Protocol Key
Distribution

The Group Diffie-Hellman Protocol (GDH.2) [STW96] is an extension of the
Diffie-Hellman key agreement scheme to an arbitrary group size. The au-
thors suggest three different protocols that are each optimized with respect
to certain protocol complexity such as number of rounds, number of mes-
sages, sizes of messages, etc. For this section we will use parts of the key
distribution protocol GDH.2 as an example for new MuCAPSL features since
it incorporates unicast messages addressed to a particular agent as well as
multicast messages addressed to the group..

The group key in GDH.2 is computed from contributions of each group mem-
ber. For this purpose, each agent has a nonce N;. The group key is the
exponentiation base g raised to the product of all nonces 1I;—;_,N; of group
members. The exponentiation base is known to every agent, whereas the
individual nonces are secret to the particular group members. In a message
exchange, agents communicate partial key values, that keep their secret and
still allow other group members to compute a shared group key.

Agents that engage in a GDH protocol are identified by a natural number
1. They also keep the current group size n. In GDH.2 we distinguish three
roles: M, M;, M,,. M is the role of the group member who initiates the
key distribution. This group member is characterized by the identification
number 1. The agent in role M, is the “last” member of the group, the one
whose identification number equals the group size. All other members are
agents in role M;.

Figure 1.1 illustrates the communication between group members for a group
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of size 4. The agent in role M; sends out an array consisting of the expo-
nentiation base g and ¢g™! to its neighbor M, (an agent in role M;). Every
agent in role M; receives such an array, multiplies each array element with
its own nonce as well as copies the first array element of the received message
in its outgoing message. This way, the length of arrays sent between group
members always equals the identification number of the receiving agent. This
“upflow” phase of GDH consists of unicast messages. Finally, the last group
member receives an array of length n from which it computes the group key
by raising the last array element to the power of N,,. Moreover, M, replies
in a multicast to the group with an array of partial key values (“downflow”
phase) that include its nonce N,. The other group members can compute
the group key from this multicast message by raising the appropriate array
element to the power of their nonce. The intent of this protocol is that all
group members share the group key glI":.

Upflow
N1 1
M, 9" g M,
. NIN2 N2 N
My 97 9 9 M3
! NIN2N3 ' N2N3 NIN3 N1N2 4
Ms g g g g
Downflow
M ' N2N3N4 © NIN3N4  © NINzN4 Mg
1-3 9 g g
Group key: g NINZN3N4

Figure 1.1: Overview: Group Diffie-Hellman Key Distribution

1.3.2 Protocol Suites

In a group setting, an agent usually engages in a variety of protocols: to
initially set up a group, to distribute a new group key, and to add or delete



a member. In MuCAPSL, protocols that conceptually belong together are
placed in a so-called protocol suite.

In CAPSL, a specification was, in effect, a suite. One could include type-
specs, protocol specs, and environment specs, and later ones could import
the declarations of earlier ones.

Within a protocol suite several protocols, typespecs, or environments can
be specified. Roles are specified within protocols. All declarations on the
top level of a protocol suite will be inherited by protocols and roles within
the suite. For this reason, we have made SUITE a syntactic element, so that
shared declarations can be made at this level. We also refer to the protocols
within a suite as tasks.

GDH2 consists of an initial protocol StartUp to set up a group, a key distri-
bution protocol KeyDist, and two protocols for managing group membership
(Add and Delete). The Delete protocol has two versions, one for deleting
the last (nth) group member, and one for deleting any other group member.
Some variables of type GDHAgent are declared at the suite level so that they
can be associated with roles, just as protocol variables of type Principal were
associated with roles in CAPSL. The overall form of the GDH.2 suite looks
like this:

SUITE GDH2;
TYPESPEC GDH;

END:;

PROTOCOL StartUp;
END StartUp;
PROTOCOL KeyDist;
END KeyDist;
PROTOCOL Add;

END Add;



PROTOCOL DeleteMn;
END DeleteMn;
PROTOCOL DeleteMi;
END DeleteMi;

END;

Role Names Below we illustrate how to declare role variables like M, M;, M,,,.
These variables are declared locally in a role statement and can be reused as
role names in different protocols. Since the same variable name, like M;, may
be re-used for roles in other protocols in the same suite, such as for joining

or deleting members, we need to provide a mechanism to uniquely identify
roles. We generate role names that identify the protocol as well as the vari-
able. This gives us role names like KeyDistM1, KeyDistMi, and KeyDistMn.
We will see below how role names are used to identify states in the state
transition model of the protocol.

SUITE GDH2;

PROTOCOL StartUp;
ROLE M1: GDHAgent;

ROLE M2: GDHAgent;
END StartUp;

PROTOCOL KeyDist;
ROLE M1: GDHAgent;
END;

END;
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1.3.3 Group Membership

In CAPSL principals are uniquely identifiable by their name. In group com-
munication setting, the name of a principal no longer suffices as an identifi-
cation scheme, since a principal can be member of several groups at the same
time. For this reason, MuCAPSL introduces a new type for group members.
There are two functions associated with a group member that jointly serve as
a unique identifier: owner of type Principal to identify the associated princi-
pal (e.g., “Alice”), and groupid of type Group to identify the associated group
(e.g., “Manager” or “Employee”). This way, a principal can be member of
several groups. We introduce a new type GroupMember as the default type
for group members in the following specification:

TYPESPEC GROUPMEMBER,;
TYPE GroupMember;
FUNCTIONS
owner (GroupMember) : Principal;
groupid (GroupMember) : Nat;
END;

Note that we restricted in our current version the type of the group identifier
to natural number. More generally, one could also introduce a type “Group”
to capture group identities that are not numbers.

The numerical type used here is Nat, the natural numbers. With natural
numbers we can use the usual arithmetic operators, +, —, %, /,~ We also
assume boolean-valued comparison predicates <, > on Nat. (A minor trans-
lator enhancement is necessary to use these infix operators with type Nat.)
Note that these arithmetic operators are also available for the Skey type
since Skey is a subtype of Nat. Skey is used for symmetric keys and also for
finite-field arithmetic. The corresponding typespec in the prelude defines the
following functions.

FUNCTIONS /* infix syntax + - * = > < %/
pls(Nat, Nat): Nat, ASSOC, COMM;
mns (Nat) : Nat;
tms (Nat, Nat): Nat, ASSOC, COMM;
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exp(Nat, Nat): Nat;
isgrtr(Nat,Nat): Boolean;
isless(Nat,Nat): Boolean;

The GROUPMEMBER typespec serves as the basis for all user-defined group
member types. Thus, a new user-defined group type will be defined as a sub-
type of GroupMember. The owner and groupid functions are automatically
inherited, though the ranges of the functions may be overwritten to subtypes
of Principal and Nat, respectively.

1.3.4 Mutable Persistent Data — Attributes

When a principal becomes a member of a group, it must keep track of group-
related information such as the size of the group, its position within the
group (for example, the pos of an agent in role M;), the group key, its own
contribution to the group key, and other group-specific member state data.
This information is persistent, in the sense that it is carried over from one
protocol to the next, rather than being initialized for a task and forgotten
as soon as the protocol is over. But this information is also mutable, since a
protocol changes some components of it. An add-member operation increases
the size of the group and changes the group key, for example.

Protocol Data in CAPSL

In CAPSL, protocol data is fixed data specified as functions in typespecs, or
session-specific data residing in protocol variables.

Long-term knowledge of a principal is declared in typespecs using functions
whose first argument is of type Principal or some subtype. For instance, for
the agent alice of type PKUser, the secret key sk(alice) is a constant that
is independent of the protocol in which the agent engages.

Variables or functions that are specific to a protocol are held in protocol
variables. New values are assigned to protocol variables each time the pro-
tocol is executed. These assignments do not persist after a protocol session.
Furthermore, they cannot be changed within a protocol session once they are
determined.
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Protocol variables are still used in MuCAPSL, as needed for individual pro-
tocols. However, mutable persistent data is handled differently.

Attributes in MuCAPSL

In the group protocol setting, agents need to store keys or other information
over several protocol sessions, and they also need to be able to assign new
values to those keys. This requires a new kind of declarations that we call
attributes. Attributes can be specified for a GroupMember (sub)type. They
are part of the typespec since attributes are shared by different sessions of
protocols in a suite and persist between protocol sessions. They represent
persistent information that may be changed during the agent’s lifetime.

Attributes are specified in typespecs of group member types in a new AT-
TRIBUTES section. There are two ways of specifying attributes.

TYPESPEC SUBGROUP;
TYPES SubGroup: GroupMember;
ATTRIBUTES
groupSize: Nat;
groupKey: Skey;
END SUBGROUP;

TYPESPEC SUBGROUP;
TYPES SubGroup: GroupMember;
FUNCTIONS
groupSize (SubGroup) : Nat,ATTR;
groupKey (SubGroup) : Skey, ATTR;
END SUBGROUP;

The first syntax takes advantage of the current restriction that only one
group member type can be declared in a typespec. This way, the attributes
automatically are defined for the corresponding group member type. While
both syntaxes are supported in the current MuCAPSL parser, we expect
the first syntax to be more intuitive for users. Semantically there is not
difference between the two kinds of syntax, they are both translated to the
same statements in MuCIL (see 2.1.1 for more details on the translation).

13



By default, attributes are initially undefined, unless one specifies an initial
value with the property INIT.

The values of attributes can be changed in the course of a protocol run. Once
an attribute is assigned a value, this value is valid for all sessions in which
the corresponding agent is engaged until a new assignment is executed. A
FRESH property on an attribute means that it is permissible to generate
values for it using NEW.

The NEW keyword We have introduced the keyword NEW to allow the
creation of new values for attributes that have the FRESH property. This is
unnecessary for protocol variables, because fresh values are never regenerated
once they are first created, but attributes can be regenerated freshly at any

time (see the StartUp protocol in Section 1.3.9 for an example how to use
the NEW keyword).

1.3.5 Arrays and Tables

In multicast group protocols, there is often a need for variable-length mes-
sages or message fields, as well as a need for attributes holding an array-like
sequence of values. The Array type is a new datatype in MuCAPSL that
comes along with operators to manipulate it. Arrays are indexed by natural
numbers and have fields in their ranges. Arrays are not atomic since they
can be arbitrarily long. We define seven functions on arrays, arr to create a
singleton array from a field, at to extract the ith element of an array, with to
assign a value to the ith element of an array, proj to project to a contiguous
subsequence of an array, acat to concatenate two arrays, size to determine
the number of elements in the array, and adel to delete the 7th element from
an array.

TYPESPEC ARRAY;

TYPES Array: Field;

FUNCTIONS
arr(Field): Array;
at(Array,Nat): Field;
with(Array,Nat,Field): Array;
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proj(Array,Nat,Nat): Array;
acat (Array,Array): Array, COMM;
size(Array): Nat;
adel (Array,Nat): Array;
VARIABLES
AR1, AR12: Array;
X1: Field;
N1, N12, N13: Nat;
AXIOMS

size(arr(X1)) = 1;
size(acat (AR1,AR12)) = size(ARl)+size(AR12);
IF O<N1 AND N1-1<N12 AND N12-1<size(AR1)
THEN size(proj(AR1,N1,N12))=(N12-N1)+1 ENDIF;
IF O<N1 AND N1-1<size(AR1)
THEN size(with(AR1,N1,X1)) = size(AR1l) ENDIF;
at(arr(X1),1) = X1;
IF O<N1 AND N1-1<size(AR1)
THEN at(with(AR1,N1,X1),N1) = X1 ENDIF;
IF O<N1 AND N1-1<size(AR1)
THEN at(acat(AR1,AR12),N1)=at(AR1,N1) ENDIF;
IF size(AR1)<N1 AND N1-1<size(AR1l)+size(AR12)
THEN at(acat(AR1,AR12),N1) = at(AR12,N1-size(AR1l)) ENDIF;
IF O<N1 AND N1-1<N12 AND N12-1<size(AR1)

AND O<N13 AND N13-1<size(proj(AR1,N1,N12))
THEN at(proj(AR1,N1,N12),N13) = at(AR1,N13+(N1-1)) ENDIF;
IF O<N1 AND N1-1<size(AR1)
THEN proj(AR1,N1,N1) = arr(at(AR1,N1)) ENDIF;
IF O<N1 AND N1-1<N12 AND N12-1<size(AR1)
THEN proj(acat(AR1,AR12),N1,N12) = proj(AR1,N1,N12) ENDIF;
IF size(AR1)<N1 AND N1-1<N12 AND N12-1<size(AR1l)+size (AR12)
THEN proj(acat(AR1l,AR12),N1,N12) =

proj(AR12,N1-size (AR1) ,N12-size (AR1)) ENDIF;

IF O<N1 AND N1-1<size(AR1) AND size(AR1)<N12

AND N12-1<size(AR12)
THEN proj(acat(AR1,AR12),N1,N12) =

acat(proj(AR1,N1,size(AR1)) ,proj(AR12,1,N12-size(AR1)))

ENDIF;
IF 0<N12 AND N12-1<N13 AND N13-1<size (AR1)
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AND N12-1<N1 AND N1-1<N13
THEN proj(with(AR1,N1,X1),N12,N13) =
with(proj(AR1,N12,N13), (N1-N12)+1,X1) ENDIF;
IF 0<N12 AND N12-1<N13 AND N13-1<size(AR1)
AND O<N1 AND N1<N12
THEN proj(with(AR1,N1,X1),N12,N13) = proj(AR1,N12,N13) ENDIF;
IF 0<N12 AND N12-1<N13 AND N13-1<size(AR1)
AND N13<N1 AND N1l<size (AR1)
THEN proj(with(AR1,N1,X1),N12,N13) = proj(AR1,N12,N13) ENDIF;
IF 0<N1 AND N1-1<size (AR1)
THEN acat(with(AR1,N1,X1),AR12)
ENDIF;
IF O<N1 AND N1-1<size(AR12)
THEN acat(ARl,with(AR12,N1,X1)) =
with(acat (AR1,AR12) ,N1+size(AR1l),X1) ENDIF;
IF O<N1 AND N1-1<size(AR1)
THEN adel(AR1,N1) =
acat(proj(ARl,1,N1-1) ,proj(AR1,N1+1,size(AR1))) ENDIF;

with(acat (AR1,AR12),N1,X1)

END;

In order to facilitate the use of arrays in MuCAPSL specifications we provide
some alternative infix notations. Assume that A is defined as an attribute
of type Array and %, j are variables of type Nat. Instead of using the syn-
tax at(A,i) one can also use A[i]. Similarly, for projections of the form
proj(A,i,j) we alternatively allow <<A|i..j>>. More generally, we intro-
duce the notation <<Term| Term.. Term>> to represent arrays. It is also per-
mitted to used concatenated index ranges like <<A[|1..d-1,d+1..n>> which
would translate into acat (proj(A,1,d-1),proj(A,d+1,n)). Another infix
notation for concatenation that translates into the same acat expression as
the previous one is <<A|1..d-1>>||<<A | d+1..n>>. More generally, A||A
is allowed as mixfix notation for concatenation and is parsed into acat (A,A).
Deleting an element in an array, as for example in ade1(A,1i), is also denoted
as A\i. For a singleton array arr (X) with X of type Field one can also write
<<X>>.

A with statement corresponds to an assignment. Assignments occur in Mu-
CAPSL in form of equations or received messages. Thus, “with” statements
appear in MuCIL as a translation of an assignment event. For details on
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assignments see Section 1.3.11.

Many group communication protocols make use of specialized arrays. For
this reason, we define two subtypes of Array through inheritance: Arrays of
natural numbers Narray and arrays of symmetric keys Sarray.

TYPESPEC NARRAY;
TYPES Narray: Array;
FUNCTIONS
arr(Nat): Narray;
at (Narray,Nat): Nat;
with(Narray,Nat,Nat): Narray;
proj(Narray,Nat,Nat): Narray;
acat (Narray,Narray): Narray;
adel(Narray,Nat): Narray;
aexp(Narray,Nat): Narray;
VARIABLES
NAR1: Narray;
AXTIOMS
at (aexp(NAR1,N1),N12)=exp(at(NAR1,N12),N1);
size(aexp(NAR1,N1))=size(NAR1);
END;

TYPESPEC SARRAY;

TYPES Sarray: Narray;

CONSTANTS
anull: Sarray;

FUNCTIONS
arr(Skey) : Sarray;
at(Sarray,Nat): Skey;
with(Sarray,Nat,Skey): Sarray;
proj(Sarray,Nat,Nat): Sarray;
acat(Sarray,Sarray) : Sarray;
adel(Sarray,Nat): Sarray;
aexp(Sarray,Nat): Sarray;

VARIABLES
SARl: Sarray;

AXIOMS
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size(anull) = 0;

acat (anull,SAR1)

acat (SAR1,anull)
END;

SAR1;
SAR1;

The empty array anull can also be denoted as <<>>. For Sarray and Narray
we defined new exponential functions aexp that is meant to be applied to an
array elementwise. Thus, aexp(A,N) for an array A and a natural number N
is the array of all elements of the original array A exponentiated by N. As for
infix notation, we permit to write A~"N for array exponentiation. It is also
possible to use the infix notation in combination with other operators such
asin <<A | i..j>> "N or <<A™°N | i..j>>.

Semantically, the elementwise application of functions to an array can be
explained in terms of a map function in combination with a lambda operator.
To create functions from expressions, we need a lambda operator. The higher-
order map and lambda constructs are typical functional language constructs
as found, for example, in ML [Pau96]. lambda(z,u) denotes the function
mapping z to u, and map(f,[) returns the list of all elements f(z), where x
ranges over the elements of [. For example, the function that raises a number
to the Nth power is lambda(K, exp(K, N)). If A is an Sarray or an Narray,
the corresponding array of its Nth powers is map(lambda(K, exp(K, N)), A).
This expression is synonymous to aexp(A,N) or A~"N.

The arrays we have defined so far are all indexed over natural numbers. It
is also possible to define in MuCAPSL arrays that are indexed over an ar-
bitrary datatype. Such arrays can be understood as tables. For instance,
a key table of a group member in which a shared secret key for every
other group member is stored could be specified as a parameterized function
skTable (GroupMember,GroupMember) : Skey, ATTR. Declaring this func-
tion as an attribute allows to reassign values for each table entry. This
is different from parameterized function declarations that are not attributes.
For example, pk(PKUser) : Pkey is understood as long-term and unchange-
able knowledge. Though one can declare specific values for the public key
function through constants and equations (e.g., pk(Alice)=pkAlice assum-
ing that pkAlice has been defined as a constant of type Pkey), once a value
is assigned to a function, it cannot be changed.
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In summary, we allow to define functions that are attributes of a group
member subtype. As such, the range values of an attribute function can be
reassigned for given domain values during the lifetime of an agent. Note that
an attribute implicitely requires that the first argument of the function is a
subtype of GroupMember. Since there are two ways of defining attributes, we
illustrate the definition of arrays using functions in the following.

TYPESPEC KEYTABLE;
IMPORTS GROUP;
FUNCTIONS
skTable (GroupMember,GroupMember) : Skey, ATTR;
END;

TYPESPEC KEYTABLE;
IMPORTS GROUP;
ATTRIBUTES
skTable (GroupMember) : Skey;
END;

1.3.6 Infinite Datatypes

In CAPSL we introduced FRESH as a property of protocol variables. Fresh
variables can be generated with a previously unused value when they are first
used. This requires the underlying data type to be infinite in order to gener-
ate The CRYPTO property allows to define variables that are unguessable.
This is achieved by randomly choosing a value from an infinite pool of val-
ues for the corresponding type. Given the necessity of distinguishing infinite
types from finite ones, we introduce the keyword “INFINITE” as a property
of a type. An infinite type is a possible type for a FRESH variable or an
attribute used with NEW. Nat, Nonce, Skey, and Timestamp are INFINITE

types.

Note that one cannot just define Infinite as a subtype of Atom because being
infinite is not necessarily inherited by subtypes. For example, Nat is infinite
but a possible subtype of numbers from 1 to n is not infinite.
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1.3.7 Typespec for GDH Agents

For the GDH example we specify the type GDHAgent. Agents that engage
in one of the GDH.2 protocols are identified by a natural number (pos). Each
agent has a nonce N for its key contribution. It also keeps the size n of the
group, the current group key Kn, the identity of its upper neighbor Nut,
and arrays of partial keys that have been distributed in the upflow (KU) or
downflow (K D) phase of the protocol. The values of all attributes, including
the elements of the arrays are modifiable since they are attributes. The
constant g is the exponentiation base that is known to every agent.

We might also include an attribute naming the group to which the agent
belongs. That is not done here because we are presently making the sim-
plifying assumption that we are focusing attention on a single group and no
others can interfere with it. This is not a limitation of MuCAPSL, merely a
convenient simplification for the purposes of the example.

In the GDHAgent specification below we take advantage of the INIT property
to say that all freshly created agents do not yet belong to the group; their
group size is zero.

TYPESPEC GDH;
IMPORTS GROUP;
TYPES GDHAgent: GroupMember;
CONSTANTS

g: Skey;
ATTRIBUTES

id: Nat;

n: Nat, INIT O;

Kn: Skey;

N: Skey;

Nxt: Principal;

KU: Sarray;

KD: Sarray;
END;

We defined a new group member type GDHAgent. Though we did not re-
define the owner function of GroupMember, we will illustrate how redef-

20



inition could be exploited. For instance, if we would like to take advan-
tage of the existing typespec for mutual symmetric key nodes (MSKN) in
the CAPSL prelude, that defines a subtype Node of Principal and a func-
tion msk(Node, Node) with range Skey. Thus, the effect of the definition
FUNCTIONS owner (GDHAgent): Node is that all GDH agents have a symmet-
ric key function defined.

The attributes of GDHAgents are common to all group members, indepen-
dent of the role they play in the protocol. Nevertheless, different roles per-
form different actions to establish a new group key during the key distribu-
tion protocol. Next we will describe how roles are separatetly specified in
MuCAPSL.

1.3.8 Role Separation

A significant difference between CAPSL and MuCAPSL is the separation
of roles in the specification. A CAPSL protocol specification has a single
MESSAGES section, in which the list of messages indicates all of the different
roles played by participants in the protocol: initiator, responder, key server,
etc., typically associated with principal names such as A, B, S, etc.

In the GDH.2 key distribution protocol, for example, there are three roles, in
the sense of three distinct behavioral sequences (see Figure 1.2). If the group
consists of members M, ..., M,,, the key distribution protocol is initiated
by M, the key construction message is passed along and augmented by
intermediate members Mo, ..., M,,_1, and the final broadcast message comes
from M,,. The three roles are the M role, the intermediate M; role, and the
M, role. We use the role M as an abbreviation for the union of all three
roles M, M; and M,,. Thus, every agent is in role M. A schematic diagram
of these roles is shown in Figure 1.2. A multicast message is indicated by
terminating the message arrow with a box, as illustrated in the broadcast
message from M,,.

Because of the variation in the number of members taking on the M; role,
we naturally want to specify the behavior of a representative member, and
we can do this because they act uniformly. However, there appears to be
no satisfactory way to merge the action of different roles into a single mes-
sage sequence for specification purposes. Hence a protocol specification in
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MuCAPSL has a ROLE section for each of the roles.
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Figure 1.3: Key Distribution Protocol — Roles M1 and Mi

The group member in role M; starts by sending two partial keys to its neigh-
bor (see outgoing message of role M; in Figure 1.3). M; creates a fresh key
N; and sends out ¢™* and g (see outgoing message in Figure 1.3 of role M;).
The role-M; agent expects a sequence of pos — 1 partial keys (denoted by
< ... >) in the upflow message. Each of the partial keys is missing the pri-
vate contribution N; of one of the group members. (see incoming message
in Figure 1.3 of role M;). We do not specify a specific role from which the
any agent receives the responses (the incoming arrow is not connected to a
sending role). This is done intentionally since the agent is not able to reliably
check from the addresses who was sending the message since those addresses
are easy to fake.

Each group member in role M; creates its key contribution N,,. Role-M;
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agents exponentiate each received partial key with N,,s and send those partial
keys together with a copy of the first field of the received message to their
next higher neighbor, with pos = Nzt. (see outgoing message in Figure 1.3 of
role M;). This way the list of partial keys grows such that a group member
with identity pos will receive pos partial keys. Agents in role M; expect the
same downflow message as the agent in role M.

®
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gt L d™M [z
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™M | rna>
M

Figure 1.4: Key Distribution Protocol — Role Mn

The agent in role M,, terminates the upflow stream (see Figure 1.4). From
the last upflow message received, it can compute the group key by raising
the first message field to N,. The remaining partial keys are also raised to
N, and broadcasted to the other group members. The multicast message is
indicated by a square around the receiving role.

We also use squares that contain conditions to express iterations. For in-
stance, if an agent in role M, is supposed to receive messages of the form
i, {N;} K, until it has collected on for each i € {2,...,n} (possibly out of
order), we could depict that as shown in Figure 1.5.

The graphical notations of the protocols of each role abstract away many
important details such as how received messages are stored, when new key
contributions Vp,s are computed and how messages are composed. Those
details are part of the MuCAPSL specification. The graphical notation is
only meant to give an overview of the relevant protocol roles and to illustrate
the main message flow and message content.

The protocol for adding a new group member is derived from the key distri-
bution protocol (see Figure 1.6). The group member that plays the role M,
sends an upflow message to the new group member, simulating the behavior
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Figure 1.5: Iteration

of a member in role M, of the key distribution protocol. M, also creates a
new key N, as its contribution to the group key. This way it is assured that
the new key is secure with respect to outsiders and former group members.
The behavior of the new agent is that of an agent in role M, in the key dis-
tribution protocol. The new agent receives the upflow message from which
it can compute the group key and it sends out the downflow message as a
broadcast to the group. All other group members in role M; only receive the
downflow partial keys that will allow them to compute the group key.

The protocols for member deletion (see Figures 1.7 and 1.8) are very sim-
ilar to those for member addition. We distinguish two cases depending on
whether the agent in role M, is deleted or another member is expelled. Fig-
ure 1.7 shows the case in which a member with identity d and with a role
different from role M,, is removed from the group. M, initiates a broadcast
for distributing new partial keys. In the downflow broadcast, M, does not
send the partial key that would allow M, to compute the group key. As in the
protocol for adding members, M,, creates a new key N, as its contribution
to the group key.

If the member in role M, is removed from the group, then the agent with
identity n — 1 takes over the task of distributing new partial keys. This is
illustrated in Figure 1.8.

1.3.9 Startup Protocol of GDH
The separation of roles is also reflected in the protocol specifications. We

begin by showing the StartUp protocol. Note that it has two roles, M; and
M,, named after two protocol variables of type GDHAgent declared for the
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suite. The associated principal and group could be derived from this variable
via the functions owner and gid.

PROTOCOL StartUp;
ROLE M1;
VARIABLES M: Principal;
ASSUMPTIONS
n=0; /*not in group*/
id=1;
HOLDS M;
MESSAGES
Nxt=M;
NEW N;
-> Nxt: owner(M1), g°N;
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<- KD[1];
Kn=KD[1]"N;
n=2;

END;

ROLE M2;
VARIABLES
M: Principal;
SK: Skey;
MESSAGES
<- M, KU[1];
NEW N;
-> M: g°N;
Kn=KU[1]"N;
id=2;
n=2;
END;
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END StartUp;

Attributes of the principal playing the role, such as K,,id,n, or N, can
be modified within the protocol. For notational convenience, we refer to
attributes in the short form N instead of the more comprehensive form N(M1),
since we know that the attributes are associated with M1. Note that we use
the “New” operator to generate new nonce values.

The agent in role M; needs to have identitity 1, the group size 0 and it
also holds the address of his neighbor. M; sends out its name together with
the exponentiation base g raised to its new key contribution N;. Both roles
generate new values for their key contributions with the statement NEW N.

Upon receiving the partial key from M;, My stores it in the first position of
its upflow array KU|1] and replies by sending back g™2. The agent in role M;
stores this partial key in the first position of its array of downflow keys. Each
group member can compute the group key g2 from the received messages.
The agents also update their position in the group and the group size.

1.3.10 Message Format

The format of messages is different from CAPSL. We have introduced two
operator symbols, => _: and <-, for sending and receiving messages, respec-
tively. Since we are specifying a protocol from the viewpoint of each role, the
sender in a “-> _:” message and the receiver in a “<-” message are implicit,
i.e., the agent in the role being specified. Therefore, we only need to specify
the intended receiver in a sent message. The origin of a received message is
not indicated, because it is not used. (Any information the receiver obtains
about the sender must be inferred from the content of the message.)

1.3.11 Assignment vs. Testing

In CAPSL, when a protocol variable is received in a message or it appears
on the left side of an equation action, the CAPSL translator can determine
whether the variable is assigned a value or used in a comparison. This is
possible because protocol variables are never modified once they initialized.
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Thus, if a variable has not yet been assigned a value, then the operation is
interpreted as an assignment.

Attributes in MuCAPSL may be modified, so an explicit syntactic notation
is needed to determine whether a received value is to be compared with the
existing value or to replace it. It appears that replacement is more often
intended. Hence, we chose to use ‘7’ before an attribute to indicate that a
comparison with the existing value of the attribute has to take place. By
default, if no ‘7’ is given before an attribute, then the semantics is that the
original value of the attribute is being overwritten with the newly received
value in the message or the right hand side of the equation.

In order to be consistent, we also apply the same rule for protocol variables.
Thus, if a protocol designer wants the value of a protocol variable to be
tested, he/she should indicate this with a question mark. Nevertheless, since
in the case of protocol variables the decision whether it is an assignment or a
test can be made from the context and does not require an explicit mark-up
of the variable, the translator will give a warning if a protocol variables in
equations or received messages are not marked with a ‘?’ when the variable
has been initialized and a test for equality has to take place. This should
ease a designer’s task of specifying consistent protocols with MuCAPSL.

Given this convention, the action Kn=KD[1] "N assigns a new value to the
group key K, and the action n=2 assigns a new value to the group size.
The same default rule applies for attributes in “<-” messages. That is, if
an attribute is used in a received message, then it means that the value of
that attribute is overwritten with whatever value is received in the message.
For instance, the message <- KD[1] for role M; means that whatever value
the agent in role M, receives will be stored in the attribute KD[1]. An older
value, if one exists, is overwritten by the receipt of this message.

In order to express that the agent in role M1 should test the value of the
group size n to be ‘2’; one would write the action: ?n=2. Similarly, question
marks can be used in messages to express that no assignment should take
place, but rather a test for equality. The message

<- {?n}Kn

will be acceptable only if (1) the receiver has a defined value of K, (which
will not be changed, since the message does not supply a new value for it),
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and (2) the value of n inside the encrypted field matches the existing value
stored for n.

In the message
<- n, <<KD|1..n-1>>,

the receiver takes the first argument of the incoming message and potentially
assigns that value to the group size n. Before it does this, it tests whether the
second argument is an array of size n— 1; this is part of the pattern-matching
semantics of messages.

The message
<- <<KD|1..n-1>>,

implicitly assigns a new value to n based on the length of the KD value
sequence.

The message
<= ?n, <<KD|1..7n-1>>,

checks the existing value of n against the one received in the message, and
checks the length of the KD sequence.

1.3.12 Key Distribution Protocol of GDH

Here is the skeleton protocol specification of the key distribution protocol
of GDH.2. The roles M, M,, and M, are named after the corresponding
variables defined for the protocol suite. Note that one can reuse these names
since the unique identifier for a role is composed out of the role name together
with the protocol, e.g., StartUpM1 is different from KeyDistM1.

PROTOCOL KeyDist;

ROLE M1;
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END;

ROLE Mi;
END;

ROLE Mn;
END:;

END KeyDist;

The agent in role M; needs to have identitity 1 and it also holds the address
of his neighbor. The agent sends out two partial key values and waits for
the multicast that contains n — 1 partial downflow keys. We use a question
mark to indicate that the agent tests the value of the attribute n. The group
key is computed by raising the first element of the downflow message to the
secret nonce.

ROLE Mi1;
ASSUMPTIONS
id=1;
HOLDS Nxt;
MESSAGES
NEW N;
-> Nxt: g°N, g;
<- <<KD|1..7n-1>>;
Kn=KD[id] "N;
END;

The specifications of role M; and M,, correspond to the behaviors shown in
Figure 1.3 and Figure 1.4.

ROLE Mi;
ASSUMPTIONS
id>1;
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id<n;
HOLDS Nxt;

MESSAGES
<- <<KU|1..?7id>>;
NEW N;
-> Nxt: <<KU|1..id>>""N, KU[1];
<- <<KD|1..7n-1>>;
Kn=KD[id] °N;

END;

Agents in role M; are characterized through their group position id in that
they are neither the first (id = 1) nor the last member (id = n) of the group.
These M; group members expect upflow messages with the same number of
partial keys as their group position. The array of upflow keys is elementwise
exponentiated with a new key contribution N; and together with the first
received upflow key forwarded to the next neighbor. Finally, the downflow
message is tested number of received partial keys and the ¢dth element of the
downflow array is used to compute the group key.

ROLE Mn;
ASSUMPTIONS
id=n;
MESSAGES
<- <KU|1..7n>>;
NEW N;
->: <KKU""N|2..n>>;
Kn=KU[1]"N;
END;
END KeyDist;

The last group member, identifiable through its position id = n, receives the
final upflow message, adds its nonce and multicasts the array with partial
keys to the remaining group members. Not that sending out the partial keys
by exponentiating the upflow array with a new nonce does not change the
value of KU. Thus, M, computes its group key by exponentiation of the
first element in KU with the new nonce.
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1.3.13 Add Protocol in GDH

If a new member is added to the group, the agent in role M, raises its latest
upflow values to a new nonce and sends out this sequence of partial keys
together with its address and an updated group size to the new member.
The new agent in role Ma, after receiving the n + 1 upflow keys, updates its
group size and its identity. It uses the upflow values to compute partial keys
and broadcasts them together with the new group size to all members that
have an identity smaller than its own identity. It also computes the group
key.

The agent in role Mn tests the group size and stores the downflow values. It
can compute the new group key by raising the appropriate downflow value
to its nonce.

All other agents receive the multicast from the new member with the new
group size and a sequence of downflow values, one of which enables them to
compute a new group key.

PROTOCOL Add;
ROLE Mi;
ASSUMPTIONS
id<n;
MESSAGES
<- ?n+1, <<KD|1..7n>>;
Kn=KD[id] "N;
n=n+1;
END;

ROLE Mn;
VARIABLES Mnew: Principal; /* new member */
ASSUMPTIONS
HOLDS Mnew;
id=n;
MESSAGES
Nxt = Mnew;
NEW N;
n=n+1;
-> Nxt: n, <<KU|1..id>>""N, KU[1];
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<- ?n, <<KD|1..7n-1>>;

Kn=KD[id] "N;
END;
ROLE Ma;
ASSUMPTIONS
n=0;
MESSAGES
<- n, <<KU|1..n>>;
id=n;
NEW N;
->: n, <<KU|2..n>>""N;
Kn=KU[1]"N;
END Add;

1.3.14 Delete Protocol in GDH

We decided to specify two protocols for deleting a member. If the last member
of a group, the agent in role M,,, is deleted, a slightly different protocol is
executed than during the deletion of any other group member. The two could
be combined into a single protocol with an IF-THEN construction — in fact,
the whole suite could be combined into a single protocol with several cases
— but the separate presentation was felt to be clearer.

If the member in role M, is deleted, than the penultimate member, that
is the agent with identity n — 1 (if n is the group size), initiates a new
downflow message containing n — 2 partial keys from which the remaining
group members can compute the group key. all group members update their
group size.

PROTOCOL DeleteMn;
ROLE Mni;
ASSUMPTIONS
id=n-1;
n>1;
MESSAGES
NEW N;
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=>: <KKU""N|2..n-1>>;
Kn=KU[1]"N;
n=n-1;

END;

ROLE Mi;
ASSUMPTIONS
id<n-1;
n>1;
MESSAGES
<- <<KD|1..7n-2>>;
Kn=KD[id] "N;
n=n-1;
END;
END DeleteMn;

If an agent with identity d is deleted that does not play the role M, than
the member in role M, initiates the broadcast. The broadcast includes the
index of the removed member. This is crucial since all members with an
index greater than d have to use the appropriate field in the downflow array
for the group key. Moreover, those agents have to update their identity and
part of their stored upflow array.

PROTOCOL DeleteMi;
ROLE Mn;
VARIABLES
d: Nat; /* index of agent to be deleted */
ASSUMPTIONS
n=id;
n>1;
HOLDS d;
d<id;
MESSAGES
NEW N;
->: d, <<KU""N|2..d-1,d+1..n>>;
Kn=KU[1]"N;
id=id-1;

34



n=n-1;

ROLE Mi;
VARIABLES
d: Nat;
ASSUMPTIONS
id<n;
n>1;
MESSAGES
<- d, <<KD|1..7n-2>>;
n=n-1;
IF id>d
THEN /* update id number, update KU values from index ’d’ on */
Kn=KD[id-1] "N;
KU=<<KU|1..d-1,d+1. .n+1>>;
id=id-1;
ELSE Kn=KD[id]"N;
ENDIF;
END;
END DeleteMi;

1.4 MuCAPSL Summary

In this chapter we have introduced several new features of MuCAPSL and
illustrated their use on the GDH.2 protocol suite. Those features include:

e Role separation, and the corresponding ROLE construct inside a PRO-
TOCOL specification;

e Mutable persistent data, and the corresponding ATTRIBUTES section
in a group member typespec; also the NEW action keyword for fresh
attribute value generation;

e Protocol suites, whereby several protocols are included in a SUITE
specification;
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e Messages designated as sent (-> _:) or received (<-), containing se-
quences and arrays, some of which need FREE variables to specify;

e A new rewrite vs. comparison convention, with ‘?’ prefixed to at-
tributes to indicate a comparison.
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Chapter 2

Multiset Rewriting Semantics
for MuCAPSL

Multicast CIL (MuCIL) is an intermediate languages that serves two pur-
poses: to help define the semantics of CAPSL or MuCAPSL, respectively,
and to act as an interface through which protocols specified in CAPSL can
be analyzed using a variety of tools.

2.1 Parsing and Typechecking MuCAPSL

We process a MuCAPSL specification in several stages. The first step parses
and typechecks the specification and transforms it into an abstract syntax
tree with the following parts.

1. declarations (symbol table)
2. axioms (collected from typespecs, including prelude, and environment)

role declarations (including assumptions, and events lists),

=~ W

attribute lists,
5. goals,

6. environment
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A second stage takes this output and creates a state-transition model of
the protocol that is based on a multiset term rewriting approach. During
this stage, the role declarations are turned into rewrite rules to describe the
dynamic behavior of the system (see Section 2.2).

The symbol table lists the declared types of variables and the type signa-
tures of functions and attributes (see Section 2.1.1). Assertions are either
axioms or assertions about protocol variables or attributes. Axioms from
typespecs and environment specifications are consolidated into a single ax-
iom list. Assertions involving protocol variables and attributes may be either
assumptions or goals to be proved. Appropriate formulation and translation
of goals in MuCAPSL and MuCIL is the topic of future work. Assumptions
are local to roles and are processed as part of the initialization rules as dis-
cussed in Chapter 2.4.2. Environment specification will have to be adapted
to account for the role-based specification approach of MuCAPSL as well as
for initialization of group member attributes.

2.1.1 Symbol table for MuCAPSL

In MuCAPSL, the symbol table is extended by entries for attributes. As in
CAPSL, a symbol table entry has the following syntax:

symbol(ident, status, args, val, props).

The status of a symbol is op, var or type. The status op is used for func-
tions, attributes, and constants. For properties we allow those introduced in
CAPSL (i.e., CRYPTO, FRESH, RANDOM, PRIVATE, EXPOSED, EX-
POSED, COMM, ASSOC) and introduce two new ones: ATTR and INFI-
NITE. For attributes, the first type in the argument type list refers to the
group member (sub)type for which the attribute is defined. The INFINITE
property can be used for type symbols that have possibly infinite many values
in their domain.

The following symbols are generated from the GDH typespec.
symbols(
symbol (GDHAgent , type,ids () ,GroupMember,props()),
symbol(g,op,ids(),Skey,props()),
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symbol (id,op,ids (GDHAgent) ,Nat,props(ATTR)),
symbol(n,op,ids (GDHAgent) ,Nat,props (INIT(0) ,ATTR))
symbol (Kn, op,ids (GDHAgent) , Skey,props (ATTR)),
symbol(N,op,ids (GDHAgent) ,Skey,props (ATTR)),
symbol (Nxt,op,ids (GDHAgent) ,Principal,props (ATTR)),
symbol (KU, op, ids (GDHAgent) ,Sarray,props (ATTR)) ,
symbol (KD, op, ids (GDHAgent) ,Sarray, props (ATTR)) ,
symbol (M1,pvar,ids() ,GDHAgent,props()),

symbol (M2, pvar,ids() ,GDHAgent ,props()),

symbol (Mi,pvar,ids() ,GDHAgent,props()),

symbol (Mn,pvar,ids() ,GDHAgent ,props()),

symbol (Mn1,pvar,ids () ,GDHAgent ,props()),

symbol (Ma,pvar,ids() ,GDHAgent ,props()),
symbol(M,pvar,ids () ,Principal,props()),

symbol (SK,pvar,ids() ,Skey,props()),

symbol (Mnew,pvar,ids() ,Principal,props()),
symbol(d,pvar,ids(),Nat,props()),

GDHAgent is a subtype of GroupMember for which seven attributes are defined.
The exponentiation base g is defined as a constant. Variables for each role
along with other protcol variables are defined as stated GDH2.

2.1.2 Attribute Lists

Group member subtypes inherit the attributes of their super type and usu-
ally define several new attributes. Subtypes inherit the supertype attributes
explicitly. In order to keep track of the attributes associated to a given group
member subtype, we summarize this information in attribute lists. The at-
tribute list format is

atts(att(group-ident, ids(...)),att(...),...).

An attribute entry att(G,ids(...)) lists the names of all attributes for
group type G. The most general group member type GroupMember does
not have any attributes defined for it, and, thus, the attribute entry reads
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att (GroupMember,ids()). For the GDHAgent type we generate the following
attribute entry att (GDHAgent,ids(id,n,Kn,N,Nxt,KU,KD)).

2.1.3 Role Names

In CAPSL, as in informal text specifications of protocols, it is common to
associate roles with principal variable names like A and B. In the CIL
representation of CAPSL, it was necessary to distinguish between the name
of a variable and the name of a constant representing the role. For a principal
variable A we automatically generated the role roleA.

In MuCAPSL, multiple protocols are defined in a suite. The same variable
name, like Mi, may be re-used for roles in different protocols in the same
suite. When we generate role names, therefore, the name must identify the
protocol as well as the variable. This gives us role names like StartUpM1.
We get the following symbol table entries:

symbols(

symbol (StartUpM1,op,ids() ,Role,props()),
symbol (StartUpM2, op,ids() ,Role,props()),
symbol (KeyDistM1,op,ids() ,Role,props()),
symbol (KeyDistMi,op,ids() ,Role,props()),
symbol (KeyDistMn,op,ids () ,Role,props()),
symbol (AddMi ,op,ids () ,Role,props()),
symbol (AddMn,op,ids () ,Role,props()),
symbol (AddMa,op,ids() ,Role,props()),
symbol (DeleteMnMnl,op,ids() ,Role,props()),
symbol (DeleteMnMi,op,ids() ,Role,props()),
symbol (DeleteMiMn,op,ids () ,Role,props()),
symbol (DeleteMiMi,op,ids () ,Role,props())

2.1.4 MuCAPSL events

The first phase of the translator parses MuCAPSL messages into lists of
events of the following kind.
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1. send(M,m) (unicast message)

2. mcast(m) (multicast message)

3. recv(m) (receiving a message)

4. new(N) (generating a fresh value)

5. eqn(t1,t2) (test or assignment)

6. dountil(events(el,...,ek),b) (DO-UNTIL statement)
7. select(b,t1,t2) (IF-THEN-ELSE statement)

Each events gives rise to (possibly) several rules. Each state-changing action
or message of a role generates a rule with the prior role state on the left and
the modified state on the right. Member facts and (possibly) message facts
also occur on both sides of the rule.

2.1.5 Role Declaration

As mentioned before, the first stage of the translator produces role declara-
tions of the following form

role(ident,assums(terms),state(...),events(...)).

The first parameter is the role identifier formed from the protocol name
and the variable naming the role as explained in Section 2.1.3. The second
parameter is the list of all assumptions for the role. The state predicate
contains a list of all state variables that are defined for the role. The events
in the event list are all notated using prefix notation.

We illustrate roles with the help of the M1 role in the StartUp protocol.

ROLE M1;
VARIABLES M: Principal;
ASSUMPTIONS
n=0; /*not in group*/
id=1;
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HOLDS M;
MESSAGES
Nxt=M;
NEW N;
-> Nxt: owner(M1), g°N;
<- KD[1];
Kn=KD[1]"N;
n=2;
END;

This is translated into the following role.

role(StartUpMi,

assums (eqn(n,0),eqn(id,1) ,holds(ids(M))),

state(M1,StartUpM1,0,ids(M)),

events(
eqn(Nxt,M),
new(N),
send (Nxt , terms (owner (M1) ,exp(g,N))),
recv(terms(at(XD,1))),
eqn(Kn,exp(at(XD,1),N)),
eqn(n,2)))

Syntax that was introduced for convenience in MuCAPSL is translated into
the appropriate prefix notation. For instance, the assumption id>1 in the
role M; of the key distribution protocol is parsed into isgrtr(id, 1), whereas
the message -> Nxt: <<KU|1..id>>""N, KU[1] in the same role is parsed
to

send (Nxt ,terms (aexp(proj (KU, 1,id) ,N) ,at(KU,1))).

The syntactical element “?”of MuCAPSL used to explicitely force tests in-
stead of assignments is represented by a unary predicate compare() in Mu-
CIL. For example, the message <= <<KD|1..?n-1>> is parsed to

recv(terms(proj(KD,1,pls(compare(n) ,mns(1))))).
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2.2 From CIL to Multicast CIL

The second phase of the translator transforms the event list into a set of
multiset rewrite rules. CIL and MuCIL are both based on a multiset term
rewriting approach in which protocols are understood as state transition
systems. Each protocol message (such as sending or receiving a message)
causes the system to undergo a state transition. A protocol is described
through a set of transition rules of the form

F]_, ---;Fk — HX]_, 7Xm : Gl; ...,Gn,

where each F; and G, is a “fact.” Facts are atomic formulas of the form
P(t,...,t;) where P is a predicate symbol and the arguments ¢; are terms. A
term is constructed from constants, variables, attributes, and function sym-
bols. Variables, constants, attribute, and function values are typed. “Con-
stant” and “variable” have their usual meaning for logical formulas; variables
may be instantiated.

In protocol modeling, facts are used to express the entrance of a process
into a state, or the transmission of a message. The state of the network
environment is a multiset of facts, and a rule is eligible to fire when the
facts on the left side of the rule can be matched with facts in the multiset.
When a rule fires, the matching facts in the multiset are removed from it and
replaced by the facts on the right side of the rule, instantiated according to
the substitution required by the pattern match. Removing a fact from the
multiset reduces its multiplicity by one, if it was more than one. Facts in the
multiset are typically ground terms (no variables) when finite-state search
tools are used.

The existential quantifier does not have its ordinary meaning. Quantified
variables may be instantiated with any fresh constants. This convention has
its foundations in linear logic.

Rules in CIL are triples of the form
rule(facts(...),ids(...),facts(...))

In MuCIL we keep these rules and also allow conditional rewrite rules of the
form
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rule(facts(...),ids(...),facts(...),if(...)).

The “if” clause contains a boolean term including complex boolean terms
such as conjunctions of boolean terms or other boolean operators. It would
be undesirable to allow “if” to be used in an n-ary way, because then a 3-
argument instance would conflict with the different 3-argument usage of ”if”
as a boolean function as declared in pre.cap.

Conditional rules were introduced for convenience. A single conditional rule
can, in principle, be simulated by a sequence of unconditional rules, where
the first transition creates a state that carries the result of evaluating the test
condition, and the subsequent transition has a left-side fact that requires a
true result. This sequence of two rules can be made atomic by a semaphore
tactic. Conditional rules, however, are easier to produce and understand.

The boolean function ”and” may be used in an n-ary form, since it is associa-
tivel. So, if there are three conditions n = 0,id = 1, m > 0, for example, the
rule condition may be written if (and(eqn(n,0) ,eqn(pos,1) ,isgrtr(m,0))),
but a single condition n = 0 would just appear as if (eqn(n,0)).

In this paper, for readability, we use a bracketed term list [ ... | in place of
the actual MuCIL syntax of terms( ... ). Another notational abstraction
for readability is the rule form facts — (3...) facts if test in place of the
official rule(facts(...),ids(...),facts(...),if(...)) (similarly for
the unconditional rule).

The basic idea of CIL customized facts for protocol states and messages
remains. To represent multicast protocols, we had to make some extensions
and modifications described in the following section. In MuCIL there are new
customized facts for group member states, and multicast messages, there are
some new built-in function types, and there are changes in the details of
existing structures.

I'The MuCAPSL prelude defines the boolean operators ”and” and ”or” with properties
ASSOC, COMM.
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2.3 Multicast Facts

In CAPSL, an agent state consists of a role, a state number and a list of terms
that correspond to the agent’s memory during the protocol execution. Long-
term information such as keys from typespecs are constants or computations
rather than state information. Facts that represent the state of an agent in
a protocol role have at least four arguments:

state(ident, role, state-label, terms).

The first argument is the group member, represented by a protocol variable
of the role (such as M; or M;). The second argument is the role of the agent
in the protocol (e.g., ‘KeyDistM1’, ‘KeyDistMi’, etc.). The third argument
is a sequence number or other label representing the agent’s state in the
protocol. The fourth argument is a list of state component values held by
the agent in the given state. These values are associated with state variables
in the role specification. The values of these state variables are local to the
agent, and do not persist into new instantiations of the role.

An important conceptual feature of agent role state variables is that their
values are either undefined or defined, and, once defined, cannot change.
This is because state variables in protocol specifications are thought of as
having a globally defined value on which different agents are supposed to
agree, under normal circumstances.

The reason that we cluster state component values into a single list in the
fourth argument is that those values are protocol-specific, while every role
of every protocol has the first three. In MuCIL, the format of this list is an
n-ary functional term terms(...) which, as noted above, will be represented
here as [...].

The state of a group member, including such components as the member’s
position and the size of the group, does persist across role instantiations.
Thus, the group member has its own state fact, and its components corre-
spond to the attributes defined in the group member type. The attributes
of a group member type are ordered in a list, so that each attribute has a
position in the group member fact. For example, for the group member sub-
type GDHAgent, we declared the following list of attributes pos, n, Kn,
N, Nxt, KU, KD that store information about the group member’s position
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in the group, the group size, the latest group key, the address of the upflow
neighbor, and arrays for the partial keys. The group member state fact has
the form

member (ident, terms).

The first argument, as in the role state fact, is the role variable (such as M;
or M;). The second argument is a list of attribute values. Using pattern-
matching, one can express dependencies between protocol states and group
membership of one agent and can manipulate values of both information
bases through one rewrite rule.

A member fact for GDH looks as follows:
member (M1, [pos,n,Kn,N,Nxt ,KU,KD])

The first parameter is a protocol variable of type GDHAgent as given in the
symbol table. Moreover, the symbol table is extended by variables for each
attribute. Each attribute defines a variable with the same name and range
types. For instance, id is a variable of type Nat.

The member generation rule for type GDHAgent is
— (3N) member (M, [pos,0,Kn,N,Nxt ,KU,KD])

where M is a variable of type GDHAgent, pos, N, Kn, Nxt are variables for
the attributes (with the corresponding types), and KU and KD are vari-
ables for arrays over partial, symmetric keys. Translating the initialization
constraint for GDHAgent, the initial value of the group size attribute n is 0.

Note that, in CIL, variables are always dummy variables, even though, for
mnemonic purposes, we use attributes or protocol variable names whenever
possible. Variables are implicitly universally quantified. A variable that
occurs only on the right of a rule is unconstrained, so that the new-member
rule can generate members with all possible values for these variables. As a
convenience in this paper, we will use underlines _ in place of variables whose
values are not referred to explicitly, just to avoid notational clutter. This is
not legal in MuClIL, because the semantics of underline usage is undesirably
complicated. An underline on the left of a rule represents an unconstrained
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variable, while an underline on the right of a rule represents the same variable
that appeared in the corresponding argument position in the same fact on
the left of the rule, or an unconstrained variable if there was none. We will
use variable names rather than underlines when the variable appears in more
than one fact.

Thus, member (M, [1,0,_,_,_,_,_]1) is meant to be understood as
member (M, [1,0,Kn,N,Nxt,KU,KD])

where N, Kn, Nxt, KU, and K D are variables of appropriate attribute types.

There is one kind of message fact, namely
mmsg(terms).

We do not keep sender or receiver addresses in message facts. This is moti-
vated by the fact that these addresses make no difference from the viewpoint
of security analysis, since an active attacker can always forge addresses.

A typical (conditional) rewrite rule in MuCIL contains a member state fact,
a protocol state fact and a multicast message fact on both sides. While MSR
rules are normally interpreted to delete the left-side facts from the multiset,
for MuCIL our convention is to retain message facts implicitly (without re-
peating them on the right) since they are usually multicast. This is not a
real difference, because the attacker can duplicate messages anyway.

2.4 Rule Generation

MuCAPSL specifications are translated into MuCIL transition rules using
a parser, which produces an abstract syntax version of the specification, a
typechecker, and then a rule generator.

The specification of each role is a sequence of events. Each event implies a
state transition that is represented by a rule. There are also initialization
transitions for member states, as remarked in the previous section, and role
states.
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In MuCAPSL we distinguish three different message events: receiving a mes-
sage, and sending a unicast message or multicast message. The three message
events are:

send(ident, terms), recv(terms), mcast(terms)

Only the send event send(A,m) has as as its first parameter the intended
receiver of the message. The second parameter is the message content. The
others hold only the message content. The sender in the send event does not
appear in the message fact. It was retained in MuCAPSL because it was felt
that it may be useful to have this information for purposes such as generating
prototypes and the like.

MuCAPSL also has equational events term = term and an iterative loop
form similar to DO-UNTIL. There is also an ABORT event by which a role
instance can halt the execution of other role instances.

An equational event may be an assignment or an equality test, whichever is
appropriate or forced by syntactical details.

Something like DO-UNTIL is often needed in a multicast group protocols,
though it does not show up in the GDH example. It is needed when the
leader of a group must wait for responses from some designated number of
other members before proceeding, to obtain a majority vote, or a consensus,
or an agreement, or enough shares of a split secret to regenerate it.

An ABORT event is a way to bypass the normal requirement for a role, that
it is expecting only one kind of message in each state. Some group protocols
broadcast an abort message that halts whatever role is being played by each
member. An abort message goes to a separate role, which issues an ABORT
event to halt the existing agent or agents of that group member.

2.4.1 Implementability - Review

A typical (conditional) rewrite rule in MuCIL contains a member state fact,
a protocol state fact and a multicast message fact on both sides. The rule
generator translates events into sets of rewrite rules. During this process, an
implementability check must be passed that decides whether a given abstract
protocol, specified in MuCAPSL, is sound.
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The implementability algorithm determines what an agent must do to send or
receive a message (multicast or unicast), and passes judgment on whether the
explicit and implied actions are possible, given the current state of the agent.
The state transition rules are, in effect, the product of the implementabil-
ity algorithm. A failure of implementability implies that a rule cannot be
generated that correctly models the event.

The key concepts for implementability are computability, receivability, and
invertibility. A term is computable by an agent if the necessary variables are
held (or can be generated on the fly) and all functions involved in complex
terms are accessible by the acting agent. Checking accessibility of a term
f(t) where f is a private function means to check whether the term is of
the form f(owner(M),...) where M is the role variable of the acting agent.
For an agent to hold an variable, the agent must have a defined value in the
position of the variable in its member or protocol state.

Functions may be viewed as public, which is the normal case, or private.
Private functions represent table lookup of values in the local memory of a
group member. They differ from state variables or attributes because they
are constant, like long-term secret keys.

A term representing a message field is receivable if the agent holds enough
variables and subterms to perform the implied pattern match. A pattern
match on a complex term implies the ability to extract the components of it,
by inverting the operation used to synthesize the term. Concatenations are
always invertible, and encryptions are invertible if the proper key is held.

In the next sections we present, details on how each event is processed during
rule generation. We start with initialization rules that are generated before
processing any events.

2.4.2 State Initialization

Since MuCIL has member facts as well as state facts, we need to be more
specific to define initialization rules. Initialization of member facts is per-
formed as part of environment processing which is future work. Initialization
rules for state facts is part of the role processing. At the beginning of a role
process, the member state may have been affected by prior protocl activity,
so it is normally not known whether attributes are undefined or not and
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hence they are represented by variables. The only exception to this are as-
sumptions in roles about values of attributes. For example, M; in StartUp
has an assumption that the group size n equals 0. Those assumption are
part of the state initialization rules.

State initialization rules are those rules that do not have a state predicate
on the lefthand side. There is one such rule per role to generate the cor-
responding initial state fact. We slightly changed the approach to initial
state predicates from how it is done in CIL. In CIL the initial state facts
are generated only with the initially held protocol variables and further state
variables are added to subsequent state predicates as they being received or
generated in protocol messages. In MuCIL we generate initial state facts
with all state variables, some of which might be undefined in the initial state
and will only be assigned in later steps of the protocol, as their values are
generated or received in messages.. The preprocessor already delivers a state
predicate as part of the role description that lists all the protocol variables
that are declared for the role (see Section 2.1.5). For example, the predicate
state(M2,StartUpM2,0,ids(M)) is created in the first translator phase as
part of the role declaration for the agent in role My of the StartUp protocol.
Nonetheless, M5 does not hold the variable M in its initial state, but receives
it in the first message it receives (<= M, KU[1]). We introduced an “undef”
value to be inserted for the value of the state variable that is not initially
held. This value is declared as a constant of type Field in the symbol table.

A role specification may have “assumptions” that constrain initialization.
There are two kinds of assumptions: “holds” assumptions that say that some
state variables have meaningful initial values (but not specifying those val-
ues), and other assumptions, written as boolean expressions, that give or
constrain values of attributes or held state variables.

An assumption on member attributes serves the purpose of identifying which
role to choose. For example, in GDH, role M is the only role possible when
pos = 1.

Whether a state variable is initially held is important information for the
rule generator, since an event that uses the value of a state variable is not
implementable if that variable is not yet defined. The rule generator notes
which variables are initially defined because they are assumed held, and which
variables become defined later as a result of protocol events.
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The initial rules for the three roles in the key distribution protocol are:

StartUp Initialization Rules We illustrate MuCIL initial rules with the
help of the StartUp protocol. The initial rules create a state for each role. A
member in role M1 of the StartUp protocol is required to have the identity
1 and group size 0. The address for the agent it wants to start a session with

is part of its initial state. Any member can start a session in role M.

member (M1, [pos,n, ,_,_,_,1)

_>

member (M1, [pos,N,_,_,_,_, ])state(M1,StartUpVM1,0, [M]),
if (and(eqn(pos,1),eqn(n,0)))

member (M2, [_,_,_,_,-,_,_1)
_>

state (M2, StartUpM2,0,[1),
member(M2,[_,_,_,_,_,_,_1)

The initial rules for the three roles in the key distribution protocol are:

member (M1, [pos,_,_,_,_,_,-1)
— member (M1, [pos,_,_,_,_,_,_1),state(M1,KeyDistM1,0,[]),
if (eqn(pos,1))

member (Mi, [pos,n,_,_,_,_,_1)
— state(Mi,KeyDistMi,0, [1),member (Mi, [pos,n,_,_,_,_,-1),
if (and(isgrtr(pos,1),isless(pos,n)))

member (Mn, [pos,n,_,_,_,_,_1)
— state(Mn,KeyDistMn,O0, [1), member (Mn, [pos,n,_,_,_,_,1),
if (eqn(pos,n))

A member in role M; of the protocol is required to have the identity 1,
whereas members in role M; have an identity that is more than 1 but smaller
than the current group size (isless, isgrtr are predefined operators), and
the leader of the group has an identity that equals the group size. Thus, only
one of these roles can have an agent instance role state created at a given

time.
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We do not have a full MSR-style version of MuCIL, but in the above rule
we have used some symbols like — for readability that would not appear
in the pure functional form of MuCIL. The underscore in the member fact
refers to a (possibly undefined) variable, and the actual MuCIL would put
in a variable identifier of corresponding type.

2.4.3 Rule for NEW Event

We already mentioned that the quantifier in rewrite rules does not have its
ordinary meaning, but is used to instantiate fresh values for variables. There
exists a keyword FRESH in MuCAPSL that indicates when it is possible
to generate values for a variable (Remember that in order for an attribute
to have a FRESH property, its type must have the INFINITE property, as
it is the case for datatypes like Nonce, Nat, and Skey, see Section 2.1.1).
Therefore, NEW is never used with state variables, but only with attributes.

A FRESH variable can be assigned a value in two way: either the agent
receives a value in a message, or the agent generates a new value “on the
fly”. Thus, a state variable with the FRESH property is always computable
because if has not yet been initialized, a new value can be generated for it.
This can only be done once, since the value of a state variable is fixed once
it is set.

Attributes are never considered undefined, so a special operation NEW is re-
quired when a fresh value is to be generated for them. NEW is never used with
state variables.

For example, the agent in role M; has to generate a new nonce N (N is
an attribute of the GDHAgent) before it can send out the partial key to its
neighbor. In MuCAPSL this is represented as NEW N, parsed to new(N). To
handle this event it will be necessary to use a new variable for the new value
of N, like N!, if N is used for the prior value of NV in the member state.

The following is the rule generated for the NEW N event of the agent M; in
the StartUP protocol (the protocol state with label 1 has been generated by
a rule for the first event in M;’s message list).

member (M1, [_,_,_,_,_,_,-1)), state(M1,StartUpM1,1, [M])
— (3IN!) member(M1,[_,_,_,N!,_,_, 1), state(M1,StartUpMi,2, [M])
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The symbol symbol (N!,pvar,ids() ,Nonce,props(FRESH)) is added to the
symbol table.

2.4.4 Arrays

Before we explain rule generation for other kinds of events, we introduce a
new datatype. In multicast group protocols, there is often a need for variable-
length messages or message fields, as well as a need for attributes holding
an array-like sequence of values (e.g., arrays of partial keys in upflow and
downflow messages of GDH). For this reason we have introduced an Array
type as a new datatype in MuCAPSL that comes along with operators to
manipulate it such as at to extract the ith element of an array, with to
assign a value to the ith element of an array, proj to project to a contiguous
subsequence of an array, acat to concatenate two arrays, and size to determine
the length of an array. Arrays are indexed by natural numbers and have fields
in their ranges. An attribute of type array is called non-atomic since arrays
can be arbitrarily long. Non-atomic attributes are arrays or functions that
have the ATT property, all other attributes are called atomic.

It is also possible to define in MuCAPSL functions as attributes that are in-
dexed over an arbitrary datatype. For instance, a key table of a group mem-
ber in which a shared secret key for every other group member is stored could
be specified as a parameterized function skTable (GroupMember ,GroupMember) :
Skey, ATTR. Declaring this function as an attribute allows to reassign val-
ues for each table entry (as opposed to non-attribute parameterized function
declarations, such as public-key functions, whose values are understood as
unmodifiable, long-term data). Functions that have the ATTR property are
also considered non-atomic attributes. Events that refer to non-atomic at-
tributes get special treatment. The next two sections explain rule generation
for receive events and equational events. We will give details how to treat
expressions that contain non-atomic attributes.

2.4.5 Rule for Receive Event

The simplest form of a receive message in MuCAPSL looks as follows:

<-: X;
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where X is a variable, an attribute or a term. This is parsed into the event
recv([X]) (as an abbreviation for recv(terms(X))). Rules for recv events
have a left-hand fact mmsg(t).

The meaning of a receive event recv([X]) depends on whether X is a defined
or undefined state variable, or an attribute, or a functional term.

X is an atomic attribute If X is an attribute, then there exists a posi-
tion in the termlist of the member fact where X is stored. In a MuCAPSL
receiving message one can refer to X, meaning that whatever value is cur-
rently stored for X in the member fact is overwritten by the value received
in this message. Thus, if X is an attribute, then, by default, this event is
interpreted as an assignment. Thus, the effect of the corresponding rule is
that the current value of X is reassigned a new value. In order to distin-
guish the variable received in the message from the variable stored in the
corresponding position in the prior member state, we introduced a new new
variable X!. The following is a sketch of a rule implementing the assignment
of an attribute through receiving a message.

member (M, [...X...]),state(M,...,n,[...]), mmsg([X!])
— member (M, [...X!...]),state(M,...,n+1,[...])

X is a state variable If X is a state variable the interpretation of the
event depends on whether X is as yet undefined or already defined. For an
undefined state variable, the event is interpreted as an assignment and a rule
of the following format will be generated.

member (M, [...]1),state(M,...,n,[...X...]1), mmsg([X!])
— member (M, [...]),,state(M,...,n+1,[...X!...])

In the case of a defined state variable, the event is a test and results in a rule
of the following format.

member (M, [...]1),state(M,...,n,[...X...]1), mmsg([X!])
—> member (M, [...]),state(M,...,n+1,[...X...]1) if(eqn(X,X!))

Another form of receive event may incorporate an explicit test. The Mu-
CAPSL statement

<- 7X;
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is parsed into the event recv([compare(X)]). The keyword “compare” is a
translator directive, and its purpose is to prevent an assignment from taking
place into the protected variable, and forcing a test.

If X is a defined state variable, then a rule of the same format as given above
is generated, namely:

member (M, [...]),state(M,...,n,[...X...]1), mmsg([X!])
— member(M, [...]),state(M,...,n+1,[...X...]) if(eqn(X,X!)).

If X is an undefined state variable, then this event cannot be implemented
and an exception is thrown by the translator.

In case of an attribute X, the resulting rule for a test is

member (M, [...X!....]),state(M,...,n,[...]), mmsg([X!])
— member (M, [...X...]),state(M,...,n+1,[...]) if(eqn(X,X!)).

X is a function term Receiving a function recv([f(s,t)]) requires the
agent to be able to pattern-match f(s,t). Algorithmically, this is expressed
in the notions of receivability and invertibility. If a function term like f(s, )
can be inverted by the acting agent to retrieve s or ¢, then receiving f(s,t)
reduces to receiving s or ¢.

Only in the case where f(s,t) is a term that is not computable by the receiv-
ing agent, also the complete term has to be stored in the state predicate. For
instance ped(sk(B),X) is a term that can be received by any agent (since X
can be retrieved by inverting the encryption using the publicly known public
key of agent B), but the encrypted term cannot be recomputed by any agents
other than B (since the secret key of B is only known to B). Hence, receiving
ped (sk(B) ,X) means to receive X as well as to store the whole term.

To receive an event recv([at(A, N)]), if A is an attribute results in a check
whether N is computable, and a rule like

member(M, [...A....]),state(M,...,n,[...]),mmsg([V])
— member (M, [...with(A,N,V)...]),state(M,...,n+1,[...]),

where V' in mmsg takes the place of at(A, N) in the multi message. Notice
that V is a new variable of the value type of A. So, if A is an array, then V'
is of type Field. It is not allowed to receive an event at(A, N) if A is a state
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variable because at(A4, N) is not invertible.

Another form of receive events may incorporate an explicit test. The Mu-
CAPSL statement

<-: 7X;

is parsed into the event recv([compare(X)]). The purpose of “compare” is
to prevent an assignment from taking place and forcing a test. Thus, there
is no assignment for an event recv([at(compare(A), N)]). The effect on A is
a test and the rule would be

member(M,[...A....]),state(M,...,n,[...]1),mmsg([V])
— member (M, [...A...]),state(M,...,n+1,[...]) if(eqn(at(A,N),V)).

For received messages of the form recv([proj(A4,1, N)]), where A is an at-
tribute of (sub)type array, the resulting rule is

member (M, [...A....]), state(M,...,n,[...]),mmsg([V])
— member (M, [...acat(V,proj(A,pls(N,1),size(A)))...]1),
stateM,...,n+1,[...])

and it is checked that N is computable. And if the received term is proj(A, L, N),
for some term L other than 1, we would get an additional check that L is
computable, and the replacement for A would be

member(M,[...A....]),state(M,...,n,[...]),mmsg([V])
— member (M, [...A’...]),state(M,...,n+1,[...]),

where A’ is
acat(proj(A,1,pls(L,mns(1))),V,proj(A,pls(N,1),size(A)))

If A occurs inside a compare(A), then there is just a test on proj(A,L,N)
against the received value V.

2.4.6 Rule for Equational Event

An equational event eqn(z,y) can be a test or an assignment, depending on
the lefthand term z. The righthand side of the equation is always tested for
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computability. Generally, an equational event eqn(z,y) is a test, with the
following exceptions in which it is interpreted as an assignment:

—

. eqn(X,t) where X is an undefined state variable
t

X
2. eqn(X,t) where X is an atomic attribute
3. eqn(at(A,i),t) where A is an attribute of (sub)type Array

4. eqn(proj(A, L, N), B) where A is an attribute of (sub)type Array and
B is of (sub)type array

5. eqn(F'(t),t') where F' is an attribute

6. eqn(con(z,y), z) or eqn(cat(z,y), z) which get special treatment; see
below.

Tests are translated into rules with the equation in the condition of the rule,
similar to the rules for test in the previous section.

Rules for assignments of undefined state variables or atomic attributes are
similar to the assignment rules for receive events in the previos section. The
only difference is that there is no message fact on the lefthand side of the
rule since these assignments are internal state transitions.

An equational event with a concatenation on the lefthand side produces two
new events, namely eqn(x,head(z)) and eqn(y,tail(z) in the case of con,
and eqn(x,first(z)) and eqn(y,rest(z)) in the case of cat.

Events eqn(at(A4,1),t), eqn(proj(A, L, N), B), and eqn(F(t),t) with non-
atomic attributes A and F', respectively, are interpreted as assignments. The
assignment of a term ¢ to an array element at(A, i) is modeled by the fol-
lowing rule:

member (M, [...A...]),state(M,...,n,[...])
— member (M, [...with(A,i,t)...]),stateM,...,n+1,[...]).

It is also checked that 7 is computable by the agent. The rule means that we
substitute the old value at position 7 in attribute A with the new term t.

For the event eqn(proj(A, L, N), B), we check that L and N are computable
and replace the original array A with a new array that has been computed
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by projecting the original array A to two subarrays, the subarray from index
1 to index L — 1, and the subarray from index N + 1 to n (if n is the size of
A), and then concatenate those subarrays with B. The corresponding rule is

member (M, [...A...]),state(M,...,n,[...])
— member (M, [...A’...]),state(M,...,n+1,[...]),

where A’ is defined as
acat(proj(A,1,pls(L,mns(1))),B,proj(A,pls(i,1),size(A))).

For an attribute F', the event eqn(F(¢),t') cannot be handled as directly, as
there exists no second-order operator in MuCAPSL to update functions. Our
solution introduces a predicate update for function symbols that is used to
indicate that the value of a function is changed. Depending on the expres-
siveness of a tool or analysis technique, means to handle update predicates
in rules are given individually by each analysis technique or tool.

member (M, [...F...]),state(M,...,n,[...])
— member (M, [. . .uupdate(F(t),t’)...]1),state(M,...,n+1,[...]).

2.4.7 Rule For Iterative Loop

Though the iterative loop does not show up in GDH, there are protocols
where such a syntactic element is useful. For instance, something like DO-
UNTIL is needed when the leader of a group must wait for responses from
some designated number of other members before proceeding, to obtain a
majority vote, or a consensus, or an agreement, or enough shares of a split
secret to regenerate it.

The parser translates an iterative loop into dountil (events(el, ... ,ek),c),
where the sequence eq, ..., e, of events is to be executed until the condition
¢ becomes true.

The issue in a DO-UNTIL event is that one of the events e; may set a
previously undefined state variable during the first loop execution, but then
the same event is a test on that variable in subsequent executions.

To handle this we create two state sequences for the loop when the state
variable changes from undefined to defined in the body of the loop. The
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first sequence is used only once, and the second state sequence is used for all
subsequent executions.

Suppose the DO-UNTIL event is dountil (events(el,...,ek),c) and sup-
pose that no state variable becomes defined in the body of the loop, then
only one state sequence is necessary. The rules for each event look like the
following (the concrete rules depend on the kind of event e;):

ey : member (M, [...]),stateM,...,j,[...1)
— member(M, [...]),stateM,...,j+1,[...])
ey : member (M, [...]),stateM,...,j+k-1,[...])
—> member (M, [...]),state(M,...,j+k,[...])
— member (M, [...]),stateM,...,j+k,[...])
— member(M, [...]),stateM,...,j,[...]1) if(not(c))
—: member (M, [...]),state(M,...,j+k,[...])
— member(M, [...]),state(M,...,j+k+1,[...]1) if(c).

In the above list, e; before a rule means that the rule implements the event e;.
In the last two rules no changes occur except a change in the state number.

If some state variable becomes defined in the body of the loop (because of
an equational event or a received message, or any event that causes a fresh
value to be generated), then we need the following rules:

e : member (M, [...]),stateM,...,j,[...1)

— member(M, [...]),state(M,...,j+1,[...1)
e ! member (M, [...]),state(M,...,j+k-1,[...]1)

— member (M, [...]),state(M,...,j+k,[...]),
—: member (M, [...]),state(M,...,j+k,[...])

— member (M, [...]),state(M,...,j+k+1,[...]) if(not(c))
— member(M, [...]),state(M,...,j+k,[...])

— member(M, [...]),state(M, ..., j+2k+2,[...]1)if(c)
er: member(M, [...]),state(M,...,j+k+1,[...]1)

— member(M, [...]),state(M, ...,j+k+2,[...])
e . member (M, [...]),state(M,...,j+2k,[...])
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— member(M, [...]),state(M,...,j+2k+1,[...])
— member(M, [...]),state(M,...,j+2k+1,[...])

— member (M, [...]),state(M,...,j+k+1,[...]) if(not(c))
— member (M, [...]),state(M,...,j+2k+1,[...])

— member (M, [...]),state(M,...,j+2k+2,[...]) if(c)

The rule generator can tell whether a state variable becomes defined by
saving the current state of all state variables at the beginning of the loop
and comparing it with the current state after the first loop execution. Nested
DO-UNTILs can be handled recursively.

2.4.8 Sending Events

MuCAPSL distinguishes two kinds of sending events: send(A,t) and mcast (t).
Rules for send and mcast equations require a computability check for all
terms. The generated rules have the format

member (M, [...]),state(M,...,n,[...])
— member (M, [...]),state(M,...,n+1,[...]),mmsg(t).
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Chapter 3

Model-Checking Techniques
Using Maude

3.1 Maude Basics

We have been using Maude [CELM96, Mau00] to implement Multicast CIL.
Maude is an executable rewriting logic based language. The implementation
of Multicast CIL provides an operational semantics for MuCAPSL.

The main extensions to the Maude implementation of CIL (see [Den00] are:
(1) a data structure for parameterized arrays, (2) lambda calculus, (3) a map
function, and (4) multicast-specific predicates.

Before we go into details on each of these items, we will very briefly summa-
rize Maude features that will be of use.

Rewriting logic is an executable logic that extends algebraic specification
techniques to concurrent and reactive systems. It is a simple, but expressive,
logic that naturally models both static and dynamic aspects of communi-
cating systems. Rewriting logic is mechanized in the Maude system. The
Maude system supports the analysis of systems using metaprogramming for
purposes such as specifying search strategies.

In a Maude module one can declare sorts, subsorts (specifying sort inclusion)
and operators. Operators are declared with the sorts of their arguments
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and result, and syntax is user definable using underscores ‘.’ to mark the
argument positions. Moreover, operators can have equational attributes, such
as assoc and comm, stating, for example, that the operator is associative and
commutative. These attributes are used by Maude to match terms modulo
the declared axioms. Maude modules can be parameterized, allowing succinct
specifications of classes of datatypes that can be instantiated as needed.

We will use logical axioms of two kinds: equations, introduced with the
keywords eq or ceq for conditional equations, and rewrite rules, introduced
with the keywords rl and crl. For more details on Maude, see [Mau00].

The following modules make use of some of Maude’s builtin modules and
theories, such as the sort parameter theory TRIV, and the modules, BOOL for
booleans with sort Bool, and MACHINE-INT for integers, with sort MachineInt.

3.2 Parameterized Arrays

The Maude implementation for arrays is based on parameterized lists. Lists
are parameterized over a theory TRIV. TRIV only contains one sort declaration,
that of sort Elt. There are no further operators defined. Thus, each theory or
module that has at least one sort specified can be used to instantiate the “TRIV”
parameter.

We define a constructor mt and operators to append lists _,_' and to compute the
size of a list. The equations axiomatically describe the behavior of lists.

(fmod LIST[X :: TRIV] is
pr MACHINE-INT .
sort List[X]
s bsort E1t.X List[X]

op mt : - List[X]
op , ¢ List[X] List[X] - List[X] [assoc]
op s : List[X] - MachineInt .

ar E : E1t.X .

!The Maude s nta re uires one to ba uote the o  a operator _,_ in order to
distin uish it ro a sin le hara ter to en.
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ar LL L : List[X]

e (L, mt) L .
e (mt , L) L .

e s (mt)

e s (E) 1

e s (L, L) (s (L s (L))
endfm)

rrays are essentially indexed lists ith additional operations defined. The reason
for havin t o separate sorts for lists and arrays is that e need to distin uish
bet een a list of fields in a messa e and an array as one particular messa e field.

The specification of parameterized arrays imports achine nte ers, a aude
builtin module for inte ers and the usual operations on them addition, multi
plication, comparison, etc and parameterized lists. n order to match the iven

u specification that uses natural numbers for indices, appropriate condi
tions are iven in the equations.

esides the constructor function arra that builds arrays from lists, e axiomat
ically define operations for pro ectin arrays at a iven index at or a ran e of
indices pro , assi nment of elements ith, concatenation of arrays app, and for
computin the number of elements in an array si e.

(fmod ARRA [X :: TRIV] is
pr MACHINE-INT .
pr LISTI[X]

sort Arra [X]
MachineInt sho 1d be Nat n mbers, axioms ass me Nat
op arra : List[X] - Arra [X]
op at : Arra [X] MachineInt - Elt.X .
op ith : Arra [X] MachineInt El1t.X - Arra [X]
op pro : Arra [X] MachineInt MachineInt - Arra [X]
op app : Arra [X] Arra [X] - Arra [X] [assoc]
op si e : Arra [X] - MachineInt .

op pro A x : List[X] MachineInt MachineInt - Arra [X]
op castElt : Arra [X] - Elt.X . a x op for at operation
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t pe cast

ars L L1 L : List[X]
ar Ai : E1t.X .
ars i : MachineInt .

e si e(arra (L)) s (L)

e pro (arra (mt),i, ) arra (mt)
e pro (arra (Ai),1,1) arra (Ai)
ce pro (arra (L),i, ) arra (mt)
if (i 1 or 1ori or s (L) ori s (L))
ce pro (arra (L1 , L ),i, )
app(pro A x(L1,i, ) , pro A x(L , i - s (L1), - s (L))
if (i 1 and 1 and i and (s (L1) s (L))

ce pro A x(L,i, ) (if ( 1)
then arra (mt)
else pro (arra (L), 1, ) fi)
if (i 1)

pro A x ma be called ith ero or ne ati e ar ments
if i and are ero or ne ati e, then there is
nothin +to pro ect for this arra th s ret rn mt
if onl i is ne ati e, then pro ect the arra from
the be innin to

ce pro A x(L,i, ) (if s (L) then pro (arra (L),i,s (L))
else pro (arra (L),i, ) fi)
if (4 1)

ce ith(arra (L),i,Ai) arra (L) if (i s (L) or i 1)
ce ith(arra (L),i,Ai)
if (4 1)
then app(arra (Ai),pro (arra (L), ,s (L)))
else (if (4 s (L))
then app(pro (arra (L),1,i - 1),arra (Ai))
else app(app(pro (arra (L),1, i - 1),arra (Ai)),
pro (arra (L),i 1,s ()))
fi)
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fi
if (i 1 and i s (L))

ce at(arra (L),i) castElt (pro (arra (L),i,i))
if (4 1 and i s (L))
e castElt(arra (Ai)) Ai .

e app(arra (L1),arra (L )) arra (L1 , L)

endfm)

parameterized specification can be instantiated usin vie s. navie one maps
the sorts and operations of the parameter theory to sorts and operations of another
module. or instance, arrays of symmetric eys S e require the follo in vie .

( ie S e from TRIV to SKE is
sort Elt to S e
end )

This vie can be utilized by importin Arra [S e ] into another module and thus
ma in arrays over symmetric eys available.

3.3 Lam da Calculus and Ma Functi n

e ritin lo ic has been proposed in as a lo ical frame or in hich
other lo ics can be represented. Translations for various lo ics have been iven,
includin horn lo ic ith equality, linear lo ic, and lo ics ith quantifiers amon
others.

We used a very e cient re ritin lo ic implementation of the lambda calculus that
has been provided by tehr te . tehr developed , a eneric calculus of
explicit substitutions that can be applied to calculus.

The follo in  aude specification of the lambda calculus as developed by tehr.
t constitutes the basis for implementin the necessary lambda expressions in u
. []_ is the lambda abstraction.

(fmod NAT is

65



sorts Nat .

op : - Nat .
op s c : Nat - Nat .

ar m n : Nat .

op max : Nat Nat - Nat .

e max( , )

e max( ,n) n .

e max(n, ) n .

e max((s c(m)),(s c(n))) (s c(max(m,n)))
endfm)

(fmod LAMBDA is
protectin ID .
protectin NAT .

——— lambda terms ith CINNI ariables
sorts Var Trm Const .
s bsort Const Trm .

op : id Nat - Var [ prec ather (E ) 1

s bsort Var Trm .

op : Trm Trm - Trm [ prec 1 ather (E e) 1]

op [ 1] : id Trm - Trm [ prec ather ( E) 1
ars X :id .

ars M N O R : Trm .

ar C : Const .

——— CINNI s bstit tion calc 1 s

sort S bst .

op [: 1 : id Trm - S bst [ prec ather () 1

op [shift ] : did - S bst [ prec ather ( ) ]

op [1lift 1 : id S bst - S bst [ prec ather () 1]

66



op : S bst Trm - Trm [ prec

ar S : S bst .
ars nm : Nat .

ather (E E) ]

e ([X: MI X 1)) M.

e ([X: Ml (Xsc(m )) (Xm)
ce ([X: M ( n)) ( n) if X
e ([shift X] (X m )) (X s c(m) ) .
ce ([shift X] ( n )) n) if X

e ([1lift X 8] (X )

e ([1lift X 8] (X s c(m) ))

ce ([lift XS] ( m))
e SC C .
e (S (MN)
e S ([XI W

-—- beta red ction

e (([XI m) W) [X: NI M.

endfm)

(s M (s N))
[X] ([1ift X S] M)

[shift X] (8 (X m ))
[shift X] (S ( m )) if X

ur runnin example uses lambda expressions over exponentiations. We have to
define appropriate equations that allo type conversions bet een lambda expres

sions and arithmetic expressions. The follo in
veloped in cooperation ith ar

SKE and defines exp.

(fmod EX LAMBDA is
incl din LAMBDA .
incl din ARITH .

opse :Se - Const .
opselIn : Const - Se

arsmn : S e
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e ( exp se(m se (n)) se (exp(m,n))
e selIn(se (m)) m.
endfm)

appin s are used in concatenation ith a iven function and a specific data
structure. We need to define the behavior of maps for each function and data
structure it is applied to. n e use a map over a lambda expression that is
to be applied to each element of an array. The follo in specification defines the
desired behavior.

(fmod MA -LAMBDA is
pr EX LAMBDA .
protectin ARRA [S e ]

op map : Trm Arra [S e ] - Arra [S e ]

ar E : S e

ar L : List[S e ]

ar £ : Trm .

s bsort List[S e ] List[ ield]

e map(f, arra (mt)) (arra (mt)).Arra [S e ]
e map(f, arra (E)) arra (s e In (f s e (E)))

e map(f, arra (E,L)) app(arra (s e In (f s e (E))), map(f, arra (L)))
endfm)

3.4 MuCAP L Facts

The implementation of u facts is very strai htfor ard. We define pred
icates for member attributes, multicast messa es and state facts as introduced in
ection .. The u model imports all previously explained modules.

(fmod MU ACT is
protectin  ACT .
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op member : rincipal Terms - act .

op mms : Terms - act .
op state : rincipal Role MachineInt Terms - act .
endfm)

MODEL OR MULTICAST CA SL
(fmod MUCA SL RELUDE is

pr CA SL RELUDE .
pr ARRA [S e ]

pr MA -LAMBDA .
pr MU ACT .

s bsort Arra [S e ] ield .

endfm)

ote that in order to yield a ell defined type structure, e need to define arrays
over symmetric eys as subsorts of fields since they ill be used, for example, in
messa, e lists.

This concludes the implementation of u . The follo in section sho sho
e can utilize this model to implement multicast protocols such as the ones in the
suite.

3. G 2

The datatype specification for a ents is translated into a functional theory
in aude that ill be imported by each protocol tas .

The exponentiation base is defined for all a ents.  oreover, in order to deal

ith partially defined terms in u e introduce for each attribute sort a
correspondin supersort and appropriate constants for each supersort are de
fined. To allo member predicates ith undefined fields e have to define subsort
relations for the all “undefined” sorts.

“o”

69



(fth DHA ENT is
protectin CILMODEL .

DECLARATIONS
sort DHA ent .
s bsort DHA ent rincipal .
op - Se
sorts S e Arra [S e ]

sort MachineInt and s bsort Machinelnt MachinelInt
alread defined in 1lma de .

s bsort Machinelnt ield

s bsort S e Se

s bsort S e ield

s bsort Arra [S e ] Arra [S e ]
s bsort Arra [S e ] ield
opnllSe : - Se

opn llArra S e : - Arra [S e ]
op n 1llMachineInt : - MachinelInt
endfth)

ote that e do not define any specific format for member predicates of
a ents. ather a rule for a iven protocol ill use typed variables and fixed len th
member predicates to ensure proper roup membership. or instance, a protocol
rule that refers to member (M,terms(id,N,n,Kn,KU,KD)), ithid, N,n,Kn,KU,KD
variables of the respondin attribute types, is implicitly restricted to a ents.

Each protocol tas is translated into a separate aude module that imports the

u prelude as ell as the spec for a ents. We illustrate the transla
tion process ith the help of the ey distribution example. The complete aude
specifications of the other tas s can be fund in the appendix.

ariable declarations as ell as constants for protocol roles are iven. S e _is
the eneratin function for fresh symmetric eys. s an abstraction e use a
sequential counter for fresh eys.
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(mod Ke Dist is
protectin MUCA SL RELUDE .

protectin  DHA ENT .
DECLARATIONS

ar M : DHA ent .

ar id : MachineInt .

ar N : S e

ar n : Machinelnt .

ar Kn : S e

ar KU KD KU KD : Arra [S e ]

ar id : Machinelnt

ar N : S e

ar n : Machinelnt

ar Kn : S e

ar KU KD : Arra [S e ]
op roleMiKe Dist : - Role .
op roleMiKe Dist : - Role .
op roleMnKe Dist : - Role .

resh s mmetric e eneration sin a se
op S e : MachineInt - S e
ar m : Machinelnt
op Cnt : MachinelInt - act

Variable for fact sets, sed in r les

ar fs : MSet[ act]

crl [ -Mi]
[member(M,terms(id , N , n , Kn , KU
fs]

[member(M,terms(id , N , n , Kn , KU

state(M,roleMiKe Dist, ,terms()),
fs]
if (id 1)
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crl [ -Mi]
[member (M,terms(id , N , n , Kn
fs]

, KU , KD )),

[member (M,terms(id , N , n , Kn , KU , KD )),
state(M,roleMiKe Dist, ,terms()),

fs]

if (id 1) and (id n)

crl [ -Mn]
[member (M,terms(id , N , n , Kn
fs]

, KU , KD )),

[member(M,terms(id , N , n , Kn , KU , KD )),
state(M,roleMnKe Dist, ,terms()),

fs]

if (id n)

The first rule states that a member ith identity 1 can start at any time a session

in the role of the ey distribution tas . imilar initialization rules are iven for

other protocol roles. ote that the use of variables of “ ” sort allo s to distin uish
hether a variable has to be defined or not.

iven the multicast , the implementation of the first rule for the a ent in role
is pretty strai htfor ard. The a ent creates a ne symmetric ey S e (m 1)
that is stored in the attribute N. The first up o messa e is sent.

R les for a ent in role M1

rl [1-M1i]
[member (M,terms(id , N , n , Kn
state(M,roleMiKe Dist, ,terms()),
Cnt (m) ,fs]

, KU , KD )),

[member(M,terms(id , Se (m 1) , n , Kn
state(M,roleMiKe Dist,1,terms()),

mms (terms(arra (exp( , Se (m 1)) , ))),
Cnt (m 1),fs]

, KU , KD )),

The receipt of the do n o messa e requires t o rules one for the case that the
a ent hasdo n o partial eys stored from former sessions, and one for the case
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that the array of do n o  eys is not defined. T o rules are necessary due to the
domain types of array operations that are all only defined for arrays Arra [X]
but not for the supersort of undefined arrays Arra [X] .

crl [ -Mi]
[member (M,terms(id , N , n , Kn , KU , KD)),
state(M,roleMiKe Dist,1,terms()),
mms (terms(KD )),fs]

[member (M,terms(id , N , n , Kn , KU ,
app(XKD ,pro (KD,n,si e(KD))))),

state(M,roleMiKe Dist, ,terms()),

mms (terms(KD )),

fs]

if (si e(KD ) (- (n,1)))

crl [ A-M1]
[member(M,terms(id , N , n , Kn , KU , n 1l1Arra S e )),
state(M,roleMiKe Dist,1,terms()),
mms (terms(KD )),
fs]

[member(M,terms(id , N , n , Kn , KU , KD )),
state(M,roleMiKe Dist, ,terms()),

mms (terms(KD )),

fs]

if (si e(KD ) (- (, 1))

inally, the a ent in role can compute the ne  roup ey.

rl [ -Mi]
[member (M,terms(id , N , n , Kn , KU , KD)),
state(M,roleMiKe Dist, ,terms()),
fs]

[member (M,terms(id , N , n , exp(at(XD,1),N) , KU , KD)),

state(M,roleMiKe Dist, ,terms()),
fs]
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The rules for a ents in role and are very similar to the ulticast
rules.

R les for a ent in role Mi
crl [1-Mi]
[member(M,terms(id , N , n , Kn , KU, KD )),
state(M,roleMiKe Dist, ,terms()),
mms (terms(KU )),
Cnt (m),
fs]

[member(M,terms(id , Se (m 1) , n , Kn ,
app(KU ,pro (KU,id 1,si e(KU))) , KD )),
state(M,roleMiKe Dist,1,terms()),
mms (terms(KU )),
Cnt(m 1),
fs]
if si e(KU ) id .

crl [1A-Mi]
[member (M,terms(id , N , n , Kn , n 1l1Arra S e , KD )),
state(M,roleMiKe Dist, ,terms()),
mms (terms(KU )),
Cnt (m),
fs]

[member(M,terms(id , Se (m 1) , n , Kn , KU , KD )),
state(M,roleMiKe Dist,1,terms()),

mms (terms (KU )),

Cnt(m 1),

fs]

if si e(KU ) id .

rl [ -Mi]
[member (M,terms(id , N , n , Kn , KU , KD )),
state(M,roleMiKe Dist,1,terms()),
fs]

[member(M,terms(id , N , n , Kn , KU , KD )),
state(M,roleMiKe Dist, ,terms()),
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mms (terms(app(map( [ X] ( exp X s e (M),
pro (KU,1,id)),pro (KU,1,1)))),
fs]

crl [ -Mi]
[member (M,terms(id , N , n , Kn , KU , KD)),
state(M,roleMiKe Dist, ,terms()),
mms (terms(KD )),
fs]

[member (M,terms(id , N , n , Kn , KU ,
app(KD ,pro (KD,n,si e(XD))))),

state(M,roleMiKe Dist, ,terms()),

mms (terms(KD )),

fs]

if (si e(XD ) (- (, 1)

crl [ A-Mi]
[member(M,terms(id , N , n , Kn , KU , n 1llArra S e )),
state(M,roleMiKe Dist, ,terms()),
mms (terms(KD )),
fs]

[member (M,terms(id , N , n , Kn , KU , KD )),
state(M,roleMiKe Dist, ,terms()),

mms (terms(KD )),

fs]

if (si e(KD ) (- (, 1))

rl [ -Mil
[member (M,terms(id , N , n , Kn , KU , KD)),
state(M,roleMiKe Dist, ,terms()),
fs]

[member (M,terms(id , N , n , exp(at(KD,id),N) , KU , KD)),

state(M,roleMiKe Dist, ,terms()),
fs]
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RULES OR a ent in role Mn
crl [1-Mn]
[member (M,terms(id , N , n , Kn , KU, KD )),
state(M,roleMnKe Dist, ,terms()),
mms (terms (KU )),
Cnt (m),
fs]

[member(M,terms(id , Se (m 1) , n, Kn ,
app(KU , pro (KU,n 1,si e(KU))) , KD )),
state(M,roleMnKe Dist,1,terms()),
mms (terms (KU )),
Cnt(m 1),
fs]
if si e(KU ) n .

crl [1A-Mn]
[member (M,terms(id , N , n , Kn , n 11Arra S e , KD )),
state(M,roleMnKe Dist, ,terms()),
mms (terms(KU )),
Cnt (m),
fs]

[member(M,terms(id , Se (m 1) , n, Kn , KU , KD )),
state(M,roleMnKe Dist,1,terms()),
Cnt(m 1),
fs]
if si e(KU ) n .
here: mms can be deleted since pflo is mnicast
enerall +this mi ht not be the case

rl [ -Mn]
[member (M,terms(id , N , n , Kn , KU , KD )),
state(M,roleMnKe Dist,1,terms()),
fs]

[member(M,terms(id , N, n , Kn , KU, KD )),
state(M,roleMnKe Dist, ,terms()),
mms (terms(map( [ X] ( exp X s e (), pro (KU, ,n)))),

76



fs]

rl [ -Mn]
[member (M,terms(id , N , n , Kn , KU , KD )),
state(M,roleMnKe Dist, ,terms()),
fs]

[member (M,terms(id , N , n , exp(at(KU,1),N) , KU , KD )),
state(M,roleMnKe Dist, ,terms()),
fs]

3. Analysis G 2

We propose that much can be ained from a paradi m shift that uses formal
modelin systematically and more a ressively from the earliest phases of system
desi n.

ur experience indicates that aude can substantially help in modelin , symbol
ically simulatin , and analyzin security protocols. art of hat ma es aude
very ell suited is that it supports a ide ran e of options on the ind of analyses
that can be performed. ne can develop formal models of a system very early,
can debu formal specifications by executin them, can do more exhaustive model
chec in and symbolic simulation analyses, or can in fact do full formal verification
usin our theorem provin tools.

t the current sta e eused theli ht ei ht application of executable specification.

y that e ained some fundamental insi hts in the u model, revealed
some critical aspects of the underlyin type structure and ained an operational
semantics for u . oreover, the application to resulted in a precise

documentation of the protocol desi n that can be used as a clear means of commu
nication bet een teams. oreover, e found some bu s and inconsistencies very
early on.

o far e only used the capability of e cient execution of aude specifications
in the aude interpreter. ater e ill exploit the possibility of analyzin all
di erent behaviors of a system by exhaustive search strate ies.

n the follo in e summarize some of the results from specifyin and executin
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the protocol suite.

fter e finished the specification of , e used the interpreter to execute the
implementation. or this purpose, e set up initial scenarios ith bounded number
of members instead of usin the non terminatin initial rules. or example, for the

ey distribution tas of e define three members that initially have correct
identities and roup sizes defined, and appropriate roles assi ned, but do not hold
any eys yet.

ENVIRONMENT: Set p for ro p of members

op Meml1 : - DHA ent .

op Mem : - DHA ent

op Mem : - DHA ent .

op Ke DistEn Initial : - acts .

e Ke DistEn Initial [

member (Mem1,terms(1,n 11S e , ,n 11S e ,n 1lArra S e ,n 1lArra S
state (Meml,roleMiKe Dist, ,terms()),

member (Mem ,terms( ,n 11S e , ,n 11S e ,n 1lArra S e ,n 1lArra S
state(Mem ,roleMiKe Dist, ,terms()),

member (Mem ,terms( ,n 11S e , ,n 11S e ,n 1lArra S e ,n 1lArra S
state(Mem ,roleMnKe Dist, ,terms()),

Cnt( )]

or the purpose of security analysis, e are interested in abnormal protocol behav
iors. ne ay to detect such erroneous behavior is by definin states that violate
some iven policy. or instance, in the case of e expect that the result of
any of the tas s is that the member of the roup share a roup ey. Therefore,

e define attac s to be protocol states in  hich at least t o members of a roup
finished a specific protocol tas but do not a ree on the roup ey. This can be
specified in  aude as follo s.

ATTACK
ar MI M M : DHA ent .
ar idl id =nl n : Machinelnt
ar N1 N : S e
ar KU1 KD1 KU KD : Arra [S e ]
ar Knl Kn : S e
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Attac occ rs if an i en t o members that finished the protocol
do not a ree on the rop e

ce [member(Mi,terms(idl , N1 , nl , Knl , KU1 , KD1 )),
member (M ,terms(id , N , I , Kn , KU , KD )),
state(M1,roleMiKe Dist, ,terms()),
state(M ,roleMiKe Dist, ,terms()),
fs ] attac
if not(e alS e (Kni,Kn ))

ce [member(M1,terms(idl , N1 , nl , Knl , KU1 , KD1 )),
member (M ,terms(id , N , n , Kn , KU , KD )),
state(M1,roleMnKe Dist, ,terms()),
state(M ,roleMiKe Dist, ,terms()),
fs ] attac
if not(e alS e (Kni,Kn ))

ce [member(M1,terms(idl , N1 , nl , Knl , KU1 , KD1 )),
member (M ,terms(id , N , n , Kn , KU , KD )),
state(M1,roleMiKe Dist, ,terms()),
state(M ,roleMnKe Dist, ,terms()),
fs ] attac
if not(e alS e (Kni,Kn ))

e alS e is an appropriately defined predicate that determines hether t o
roup i e ellman eys are the same, exploitin the usual arithmetic equiv
alences.

sin the built in default execution strate y of the aude nterpreter allo s to
explore one possible behavior of the protocol, i.e. one sequence of rule applications.
Executin the initial confi uration of the ey distribution protocol resulted in the
final attac state. We exploited the ability to trace in detail each execution step
and found an error. The error is due to some confusion in the formats of messa es.
i ure . illustrates the sequence of steps that lead to an attac .

t turns out that the up o messa e that is sent by the roup member in role

has the ri ht format to be accepted asado n o messa e by the a ent itself.
ince all multi messa es stay on the net, the only ay for an a ent in a specific state

to determine hether a messa e is receivable, is by performin a pattern match on

the messa e format. This bu could be fixed by includin in each messa e some
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Mem1 Mem?2 Mem3

m New S1
S1
S1
g -9 0 Ku=g ,g
KD:= Sl, 0 New S2
S1S2 S2 si
o Kn:=gS1St g 9 g S1s2 S2 S1
1 KU:= g » g » g
KD gSZ S3 gSl S3 4 New S3
0 Kn= gS]. S2 S3 0 Kn= gS]. S2 S3

Figure 3.1: Error in Key Distribution Protocol

unique identifier that determines the ind of messa e up o do n o ,etc.

This bu is simpler than, but related to, the inds of attac s found in a recent
analysis of the liques protocols
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Chapter

Conclusion

We have made a ood start on desi nin u and the associated theory
and tools. The research e ort has also yielded serendipitous insi hts leadin to
advances in basic theory and techniques for protocol analysis, hich have not
yet been eneralized to the multicast environment. Ilthou h the pro ect focus

as to be on lan ua e desi n and modelin rather than soft are development
or applications, some codin and or ith examples as helpful in testin and
clarifyin the proposed techniques.

u is si nificantly di erent from due to role separation, yet most
of the lan ua e style and structure remains. The ne features to support roups,
such as persistent state attributes, variable len th messa es, array operations, and
multicast addressin , have been added syntactically and semantically as simple
extensions. The underlyin event system and re rite rule model has remained
almost unchan ed. ulticast as such has almost no e ect on the net or model,

iven our stron attac er model, since attac ers have al ays had complete control
over messa e delivery in this model.

We have or ed out examples of u , the correspondin , the aude
implementation of that , and even done some experiments ith model chec
in a multicast protocolin aude. This or ives us confidence that the lan ua e
desi n and modelin direction is feasible and useful.

ome aspects of certain multicast protocols, such as votin and threshold oper
ations, have not yet been directly addressed. They ill lead to a small amount
of ne syntax. They ill probably not chan e much other isein u , be
cause of the relatively lo level nature of a role separation specification, and the
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use of persistent roup member state memory. The concept of a phase transition
su ested in the ori inal proposal ill probably not be necessary. We ill need
some extension of the structure of an environment specification.

The planned subsequent implementation e ort ill focus on translation soft are
from u to and connectors. We also plan to provide techniques
and examples for proofs. t ma es sense also to ta e advanta e of the ne
advances in inductive proof and constraint solvin discovered in this pro ect, by
extendin them, if possible, to multicast protocols, as ell as continuin their basic
development as tools.
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